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In a dynamic stream there is an assumption that the underlying process generating the stream is non-stationary and that concepts
within the stream will drift and change as the stream progresses. Concepts learned by a classification model are prone to change
and non-adaptive models are likely to deteriorate and become ineffective over time. The challenge of recognising and reacting to
change in a stream is compounded by the scarcity of labels problem. This refers to the very realistic situation in which the true class
label of an incoming point is not immediately available (or might never be available) or in situations where manually annotating
data points is prohibitively expensive. In a high-velocity stream it is perhaps impossible to manually label every incoming point and
pursue a fully-supervised approach. In this article we formally describe the types of change which can occur in a data-stream and then
catalogue the methods for dealing with change when there is limited access to labels. We present an overview of the most influential
ideas in the field along with recent advancements and we highlight trends, research gaps, and future research directions.
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1 INTRODUCTION

A data-stream is a continuously arriving sequence of data. Analysing this data in real time is a natural and necessary
progression from classical data mining. Traditionally, a subset of this data would be collected with analysis then
performed on this finite portion. However, if the underlying process is generating data in real time, it is preferable to
analyse it in real-time. Data Streams pose new challenges for data mining and machine learning. Algorithms need to be
able to quickly process the stream in order to prevent lag, bottle-necks and a potential loss of data. With this speed
constraint, it is typical that only a single pass of the data is afforded. Available memory is an additional constraint.
A data-stream is potentially unbounded but only a finite amount of memory is available. This is a constraint on the
amount of memory available to an online algorithm and also on the offline storage of processed data. Consider the task
of online classification, Bifet et al. outline four requirements which differ from traditional batch-learning [1]:
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• Requirement 1: Process an example at a time, and inspect it only once
• Requirement 2: Use a limited amount of memory
• Requirement 3:Work in a limited amount of time
• Requirement 4: Be ready to predict at any time

In addition to these four, a fifth important requirement could be added:

• Requirement 5: Be able to effectively handle change

Change is one of the most challenging aspects when dealing with data-streams. In traditional methods, a classification
model is trained on a subset of data assumed to be a full representation of the problem, decision boundaries are discovered
and future samples are assumed to be generated from the same distribution as the training sample. In a dynamic stream
the characteristics of the data and decision boundaries shift. This requires classifiers to be updated in times of change.
Simply recognising that change has occurred is a challenge, as is reacting and adapting to this change.

This challenge is made more difficult with the practical reality that often, in a data stream, incoming points will not
have an associated ground-truth label. Classifying dynamic streams with a scarcity of labels requires some fundamental
challenges to be addressed. How, without the ground truth, can we recognise change in a stream? Once change is
detected, how do we know which samples are useful (and appropriate) for updating our classification model? Given
these points, how can we update our model in order to react to new concepts, retain useful knowledge, and forget
out-dated knowledge?

In this article we survey the state of the art in dealing with non-stationary streams when there is a scarcity of labels.
We discuss change-adaptive approaches from the perspective of unsupervised learning, semi-supervised learning, and
active learning. To the best of our knowledge, this is the first time this research area has been surveyed from this
perspective. The main contributions of this paper can be summarised as:

• We formally describe the various types of change which can occur in a data stream.
• We perform an extensive literature review of change-adaptive approaches in data-streams which are not reliant
on a fully supervised environment. We also present a summary of insights and a discussion on trends within the
field.

• We propose promising future research directions for weakly-supervised dynamic classification. These insights
are based on gaps in the current literature, open problems, and potential improvements to existing approaches.

There exists some related surveys in the literature. Ensemble approaches to data-stream classification [2] mainly
describes supervised approaches (most approaches in data stream classification assume a supervised environment). A
general overview on learning in data streams is given in [3] and surveys which focus on adapting to concept drift are
given in [4] and [5]. There also has been surveys on clustering data-streams [6–8], however, for completeness and as
part of a comprehensive look at the field, we include an updated survey on stream clustering. We highlight techniques
that are common to, and have been adopted by, stream-classification approaches.

The remainder of the article is outlined as as follows: we describe the types of change which can occur in a stream
in Section 2 and discuss the label scarcity problem in Section 3. Techniques for processing a stream are described
in Section 4. Data stream clustering is described in Section 5. In this section we categorise traditional approaches
to static clustering, discuss the traits which make them unsuitable for a dynamic setting and highlight traits which
do. Stream-clustering approaches are then discussed from these perspectives. Approaches to stream classification are
discussed in Section 6. Classification methods are divided into passive adaptation approaches (Section 6.1) and active
adaptation approaches (Section 6.2). The organisation of the described approaches is outlined in Figure 1.
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Fig. 1. Organisation of techniques for handling change in data-streams with a scarcity of labels

2 CHANGE IN A DATA STREAM

Let 𝑆 = [(𝑥𝑖 , 𝑦𝑖 )𝑡 ]∞𝑡=0 denote a stream where, 𝑥𝑖 is a vector in 𝑑 dimensions which describes a class 𝑦𝑖 at time 𝑡 . Change
in a stream can be sudden or gradual and these changes can be permanent, cyclic, or transient (in that the effect of the
change disappears after a certain amount of time) . Change in a stream can occur on two different levels: the feature
level and the concept level.

2.1 Change at Feature Level

Change at the feature level can occur in two ways: feature drift and feature evolution. Assuming an incoming instance
𝑥𝑡
𝑖
in 𝑑 dimensions at time 𝑡 , 𝑥𝑡

𝑖
= {𝑓1𝑡 , . . . , 𝑓𝑑𝑡 }. Feature drift occurs if the importance, discriminatory power or

relevance of a feature 𝑓𝑖 changes over the course of a stream. For example, in text-mining the relevance of a particular
word can change over time. In the presence of feature drift, after time 𝛿 , the relevance of a feature 𝑓𝑖 changes, i.e.,
𝑟𝑒𝑙𝑒𝑣𝑎𝑛𝑐𝑒 (𝑓𝑖 𝑡 ) ≠ 𝑟𝑒𝑙𝑒𝑣𝑎𝑛𝑐𝑒 (𝑓𝑖 𝑡+𝛿 ).

Feature evolution occurs when new features appear in the stream, for example, additional words might appear in a
text stream and 𝑑 , the dimensionality of 𝑥𝑖 , changes. If feature evolution occurs, 𝑑𝑡 ≠ 𝑑𝑡+𝛿 .

2.2 Change at Concept Level

Change at the concept level can also take the form of drift or evolution. Assuming 𝑌 represents the set of all known
classes: 𝑌 = {𝑦1, . . . , 𝑦𝑛}, concept evolution occurs when an entirely new class 𝑦𝑘 appears in the stream, i.e. 𝑦𝑘 ∉ 𝑌 .
Obviously, samples from 𝑦𝑘 should be recognised as a new class and the classification model updated accordingly.

Another change can occur in the form of concept drift. This occurs if the characteristics of the data change, or if the
relationship between the data and the target class changes. Given a vector 𝑥𝑖 at time 𝑡 describing concept 𝑦𝑖 , represented
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as a conditional probability 𝑃𝑡 (𝑦𝑖 |𝑥𝑖 ) (at time 𝑡 vector 𝑥𝑖 describes class 𝑦𝑖 ). In the presence of concept drift, after time

(a) Original Data, two classes
and decision boundary

(b) Virtual Drift, a change
in 𝑃 (𝑥)

(c) Real Drift, a change
in 𝑃 (𝑦 |𝑥)

(d) Real Drift, a change
in 𝑃 (𝑥) and 𝑃 (𝑦 |𝑥)

Fig. 2. Illustrative example of concept drift. (a) Original data, two classes with a decision boundary.
Virtual drift is displayed in (b), this is a change in 𝑃 (𝑥) but no resultant change in the decision boundary.
Real drift is illustrated in (c), here there is no change in 𝑃 (𝑥) but there is a change in 𝑃 (𝑦 |𝑥) and the decision boundary.
Another case of Real drift is displayed in (d), here there is a change in 𝑃 (𝑦 |𝑥) and also a change in 𝑃 (𝑥)

𝛿 , 𝑃𝑡 (𝑦𝑖 |𝑥𝑖 ) ≠ 𝑃𝑡+𝛿 (𝑦𝑖 |𝑥𝑖 ).
Concept drift is usually described as either being virtual drift or real drift and the difference is illustrated in Figure

2. Virtual drift is a change in 𝑃 (𝑥) without affecting 𝑃 (𝑦 |𝑥). As an illustrative example of virtual drift, imagine we
were to create a model which could recognise an author by her writing style. Initially, we might train a model with the
writing style of the authors first, and only, book (P(author | writingStyle)). As the author writes more novels her writing
style might have gradually changed to the point where it is considerably different from her first book and would be
unfamiliar to our original, non adaptive model. In this case P(writingStyle) has drifted, but P(author | writingStyle)
has not. This change can be gradual or sudden. With gradual drift, sampling from a source distribution 𝑆𝐷𝑖 decreases
and sampling from 𝑆𝐷 𝑗 increases. With sudden change, the source distribution 𝑆𝐷𝑖 at time 𝑡 is replaced by 𝑆𝐷 𝑗 at
𝑡 + 1. It is usually assumed that virtual drift does not affect the decision boundary and has been described as simply an
incomplete data representation in the training data [9]. This might be true for static data though it is not always true
in data streams. In our author-recognition example, this would imply that the original training data was incomplete
because it did not include all of the author’s books, including those not yet written.

Change at the feature level is of particular interest to the feature selection community, specifically dynamic feature
selection [10], but it can be viewed as virtual drift at the concept level. Think of social media posts, it is possible that
the meaning of a word in a post might change over time (feature drift), but the meaning, or sentiment of the entire post
(the concept) remains the same. Though if many words drift, or if the drift of a particular word is sufficient, then the
meaning of the message (the concept) can change. In this instance, we could say that real drift has occurred.

Real drift is a change in 𝑃 (𝑦𝑖 |𝑥𝑖 ), for example, at time 𝑡 vector 𝑥𝑖 describes class 𝑦𝑖 (𝑃𝑡 (𝑦𝑖 |𝑥𝑖 )) but after time 𝛿 , 𝑥𝑖
describes class 𝑦 𝑗 (𝑃𝑡+𝛿 (𝑦 𝑗 |𝑥𝑖 )). This can happen gradually, perhaps initially as virtual drift in 𝑃 (𝑥) (think of the social
media post whose meaning has changed because of drift at the feature level). Real drift can also occur suddenly with no
change in 𝑃 (𝑥). As an example, consider a task of monitoring patterns in financial data for evidence of tax-evasion.
Initially, a pattern 𝑥𝑖 is legal P(legal | 𝑥𝑖 ). If a government were to tighten or change tax-evasion laws, then the conditional
P(𝑥𝑖 ) would not change but the associated class label would, i.e., P(illegal | 𝑥𝑖 ).
Manuscript submitted to ACM
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3 SCARCITY OF LABELS

Assuming a tuple (𝑥𝑖 , 𝑦𝑖 ) where 𝑥𝑖 is a data point with an associated class label 𝑦𝑖 , the label 𝑦𝑖 is the “ground truth”
of 𝑥𝑖 , i.e., it indicates what 𝑥𝑖 is or represents. Often the data (𝑥) is abundant but their associated labels (𝑦) are not.
As an example, imagine we were to collect website data. We could create software which could scrape the data from
hundreds of thousands of websites relatively quickly (we would have the data 𝑥 ). However, we would not know what
these websites are or what they are for (we would not have the associated 𝑦). The subsequent labelling process would
take considerably longer than the initial data collection. Manually labelling data can be a time-consuming, labour
intensive process. There is such a need for annotated data that an entire new sub-industry is emerging to accommodate
it. Companies can be hired to do this [11], or the work can be crowd sourced [12].

In a strictly supervised environment, 𝑦𝑖 , the true class label of 𝑥𝑖 , is immediately available or easily accessible. This
might be the case in financial, or energy usage prediction. Let’s say, for example, that we are classifying a stock as
either increasing or decreasing in value, our classifier makes a prediction at 𝑡 and the true label is available (and easily
obtained) at 𝑡 + 1. This labelled point is then used to update the classifier. In this example, there is no scarcity of labels.

Dynamic classification with a scarcity of labels presents a more difficult challenge, but is potentially of greater
practical use. In these situations, the true class label of an incoming point is not immediately available, a scenario
referred as verification latency [13, 14]. This latency 𝐿 can be in the range [0, ∞] and it is this latency, and its severity,
which ultimately results in a scarcity of labels.

Souza et al. [14] described three categories of latency: null latency where 𝐿 = 0 (consider our stock prediction
example), intermediate latency where 0 < 𝐿 < ∞, and in the worst case, extreme latency where 𝐿 → ∞ and the true class
label is never available. When latency is null, there is no label scarcity. There can be a number of reasons for non-null
latency. Consider high velocity streams where data is arriving quickly and in large quantities. It might be trivial and
swift to label a single instance but not practical to label 𝑒𝑣𝑒𝑟𝑦 point. For example, if we wanted to classify Twitter posts
as containing misinformation or not, where the concept of ‘misinformation’ can be viewed as non-stationary. It is
perhaps not realistic to label thousands of these tweets in real time, though we could label 𝑠𝑜𝑚𝑒 of them. In this example,
some tweets would have a latency close to zero and others a latency of∞, resulting in a stream with a scarcity of labels.
In other cases, the latency could be because of a reliance of domain experts to interpret the streaming data. This might
be the case in network analysis where drift is expected. The verification latency would depend on the availability of a
domain expert. This is also a challenge in areas such as medical image analysis. Here, it is typical that multiple experts
are asked to label a set of images, and then these labels are aggregated to ensure quality. This is not practical in large
data streams due to experts’ availability and in these instances it is not easy to scale up the labelling process.

These challenges of high velocity and a reliance of domain expertise can often be present at the same time, for
example in 2022 the Large Synoptic Survey Telescope will begin operation in Chile and will stream data at a rate of two
terabytes per hour [15]. It might not be realistic to label all of this data in real time. In some data-streams, the latency is
a trade-off with cost. For example, consider a credit-card fraud detection system, where ‘fraud’ is a drifting concept. The
available labels (‘fraud’, ‘normal’) could be easily obtained by phoning the customers and asking if a recent transaction
was fraudulent. However, this has associated costs for the credit card company and is perhaps not an experience the
customer wants each time they use their credit card. In this case, it is perhaps useful to only validate some transactions
and not all, resulting in a lot of transactions without an associated label.

In the previous examples, latency is a result of high velocity, cost efficiency, or a reliance on domain experts. In
theory (though unrealistic), the labelling operations could be scaled up and the latency could be reduced to null.
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In other cases, label latency is a natural consequence of the process. For example, in credit approval systems where a
credit application would be labelled as ‘will default’ or ‘will repay’ and these definitions are prone to real and virtual
drift. It is not possible to know the correct label until some years into the future when the repayment-period has been
completed. In other cases, the label might become available but the latency is too great for the label to be of any use.
For example, in decision making for autonomous mobile robotics. In these instances, we might assume that no labels
will ever be available beyond the initial training data. If some form of change is expected and no further labels are
provided, the challenge of adapting to this change is very great. Such a setting has been referred to as initially labelled

non-stationary streaming (ILNS) [3] or Extreme Verification Latency (EVL) [86] and is a challenge in robotics or sensor
monitoring in inaccessible areas (for example, underground or in areas toxic to humans).

In a dynamic stream where change is expected, knowing when to update the model is a challenge. In periods of
stability, there is no need to update the model or expend effort labelling incoming instances. But, when change begins to
occur, it needs to be recognised and the model updated. In a supervised setting, this is easier as the model’s classification
accuracy will begin to degrade in a time of change and this degradation can be observed by comparing the predictions
with the ground truth. This is difficult in situations where labels are scarce and impossible when labels are absent. In
cases where a fully supervised approach is not possible, an unsupervised or partially-supervised approach is perhaps a
more suitable approach.

3.1 Learning With a Scarcity of Labels

Learning with a scarcity of labels assumes that data, even without its associated label, is still useful. In an unsupervised
setting, data is available but none of the associated class labels are known, i.e., we have 𝑥 but none of the corresponding
𝑦. Clustering is the most common form of unsupervised learning and has many definitions and descriptions. Broadly, it
is the process of grouping a set of items into sets so that items within the same set are more similar to each other than
those in a different set. There are many clustering algorithms designed for the traditional batch setting but these are
largely unsuitable for a streaming environment (for reasons covered in Section 5).

There are also many classification techniques designed for the traditional static, batch setting, including Artificial
Neural Networks [16], Baysian Classifiers [17], Nearest Neighbour methods [18], Support Vector Machines [19], Decision
Trees [20], and others [21]. Traditionally, a finite set of labelled data is collected, this data is then split into a training
set and a testing set. A model is created on the training set and verified on the testing set. These models assume that
subsequent unseen data is sampled from the same fixed distribution as the original data-set. The assumption is that
if the model performed well in the testing phase, it should continue with roughly the same reliability on all future
samples. Of course, this is not true if the underlying distribution is non-stationary.

4 PROCESSING A DATA STREAM

Streaming algorithms are typically extensions or adaptations of traditional static methods. Some methods are totally
online and process a stream sample-by-sample, though (particularly with clustering approaches) the most common way
to apply traditional batch methods to a continuous stream is to process the stream in separate chunks, or ‘windows’. A
window𝑤 (𝑤 [𝑖, 𝑗] = {𝑥𝑖 , 𝑥𝑖+1, . . . , 𝑥 𝑗 }, where 𝑖 is the start of the window and 𝑗 the endpoint), is a subset of the entire
stream 𝑆 . There are different types of window models and the three main types are discussed here and illustrated in
Figure 3.
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Fig. 3. Different windowing models. Stream 𝑆 begins at 𝑡0 and runs until current time 𝑡𝑐 . (a) Landmark, all data considered. (b)
Time-dampened. Greater importance given to recent data. (c) Sliding Window. Overlapping windows (𝑤1 in green and 𝑤2 in purple,
blue area represents window overlap) and (d) Tumbling Window. Fixed sized, non-overlapping windows (window 𝑤1 in green, window
𝑤2 in red and window 𝑤3 in purple)

4.1 Landmark Window

With the landmark model, the entire stream (often summarised) from the initial starting point up until the current time
𝑡𝑐 is considered (𝑤 [0, 𝑡𝑐 ]). In this model, all data is considered equally important. This is perhaps not the best approach
when dealing with dynamic data as older, redundant data is treated equally as more recent, relevant data.

4.2 Time Dampened Window

In this approach (sometimes called the Fading Window), the importance of a data sample is time-weighted. More recent
data is treated as more important or relevant than older data. In this model, data can be viewed as ‘ageing’, and when it
is too old, it is considered no longer relevant and ignored. Typically, an exponential decay function (𝑒−_𝑥𝑎𝑔𝑒 ) is used to
weight data, where _ is a user parameter, typically in the range [0.99, 1] [22] and 𝑥𝑎𝑔𝑒 is calculated as the current time
minus the time-step at which the point arrived.

4.3 Sliding Window

In the sliding window model, we are interested in only the most recent subset of the stream. This subset𝑤 could be
a fixed amount of incoming points or it could be a fixed period of time. The size of𝑤 is an important consideration.
If it is too large, redundant data will persist too long and affect the quality of analysis, conversely if it is too small,
data will age too quickly before reliable models can be built or clusters discovered. Techniques for an adaptive window
size have been proposed [1], [23], here when accuracy is high, the window size can be extended. If the accuracy starts
to decrease, this suggests a change and the window size is reduced. A type of sliding window called the ‘tumbling’
window processes the stream in fixed-size, non-overlapping chunks.

5 CLUSTERING IN NON-STATIONARY DATA STREAMS

Clustering, broadly, is the process of separating data into distinct groups, so that data in one group are more similar
compared to data in another group. The goal of clustering is to discover the intrinsic structure in a set of unlabelled
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data. Given some data-set 𝑋 = {𝑥1, . . . 𝑥𝑛} where 𝑛 is the number of unlabelled samples, the aim is determine a set
of partitions 𝐶 = {𝑐𝑖 . . . 𝑐𝑘 }, where 𝑘 is the number of discovered partitions and each 𝑐𝑖 ∈ 𝐶 describes a separate
grouping or a ‘cluster’ within 𝑋 . Generally, a clustering algorithm falls into one of five families: partitional, hierarchical,
grid, density, and model based, we briefly describe each and highlight their potential for use in a dynamic streaming
environment.

Partitioning methods aim to split data into a pre-determined (𝑘) number of partitions. Each partition represents a
cluster. After the partitions have been initialised (randomly or with some heuristic [24, 25]), the algorithm iteratively
reassigns data from one partition to another until some objective function has beenminimised (for example, least absolute
difference or least-squares). 𝑘-means [26] and 𝑘-medoids [27] are two of the most well-known methods. Partitioning
methods are relatively simple and intuitive. However, they have characteristics which render them unsuitable for stream
clustering: only spherical (or hyper-spherical) clusters can be discovered. This imposes a limitation on the type of
pattern they can discover and renders them prone to noise and outliers. The second, more crucial drawback is that 𝑘
(the number of clusters) must be specified. This is difficult to determine even if stationarity is assumed and in a dynamic
stream this number will likely change over time, especially in streams where concept evolution is expected.

Hierarchical methods aim to group data into a hierarchical tree structure where each split represents a cluster.
Strategies for this typically fall into two types: agglomerative (a bottomup) and divisive (a top down). In the agglomerative
approach, each point begins as a cluster and pairs of clusters are merged as the algorithm moves up the hierarchy.
Conversely, the divisive approach initially groups all data into a single cluster. This cluster is split as the algorithm
moves down the hierarchy. A potential drawback for a strictly hierarchical method is that once a merge or split has
been performed, it cannot be undone. This is not ideal in a dynamic environment and hierarchical methods are typically
combined with other clustering techniques to cope with data streams (Section 5.1).

Grid-based techniques split the data space into a series of multi-dimensional discreet cells. Each data point is mapped
to its corresponding grid cell and each cell stores summary information of its contents. Clusters are typically defined as
neighbouring grids with sufficient data mapped to them or, depending on the granularity of each grid, one cell could
itself constitute a cluster (if sufficient data is mapped to it). Grid-based methods have characteristics which potentially
make them suitable as the basis for stream clustering: the stream can be summarised, arbitrary-shaped clusters can be
discovered, and, notably, 𝑘 does not need to be specified.

Density based clustering identifies clusters as areas of high density separated by areas of low density. Density
based clustering was introduced by Ester et al. [28] with Density-based Spatial Clustering of Applications with Noise
(DBSCAN). There are many variants to this original algorithm and a comprehensive overview is given in [29]. These
include extensions for parallelisation [30], parameter estimation [31], and improved accuracy [32]. Density based
methods are particularly suitable as a basis for stream clustering because they can discover arbitrary shaped clusters and
𝑘 does not need to be specified a-priori. The major drawback is that only a single concept of density can be discovered.
This is because the parameters are global for each discovered cluster. Proposed solutions to this problem are mostly
extensions of DBSCAN: MSDBSCAN [33], IS-DBSCAN [34], and DBSCAN-DLP [35].

Model based methods make an assumption that data has been generated by an underlying process and clustering the
data involves trying to identify and model that process. The identified model defines the clusters and the likelihood of
a point belonging to a cluster. Expected Maximisation (EM) [36] is a popular model-based clustering technique. It is
broadly related to the process of maximum likelihood estimation whereby if we are given some data, we try to find
parameters that can best explain that data. Other model based clustering approaches are based on Neural Network
variants: Self Organising Map (SOM) [37], Growing Neural Gas [38], Self Organising Incremental Neural Networks
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(SOINN) [39], and autoencoders [40]. The performance of model-based clustering relies on the assumed model and in a
dynamic environment these assumptions might not hold as previous concepts evolve and shift.

None of the methods described so far are designed to deal with an unbounded stream of data. However, the majority
of stream-clustering algorithms are based on these methods. The most common way to apply traditional batch methods
to a continuous stream is to process the stream in windows.

5.1 Partitioning & Hierarchical Methods for Clustering Data Streams

STREAM [41] was one of the earliest proposals for stream clustering. A stream is processed in fixed-sized windows
and each window is partitioned using a variant of 𝑘-mediods. LSearch is introduced as a local-search function to speed
up the convergence of the original 𝐾-mediods method. Clusters are discovered and their mediods are weighted by
how many points are present in the cluster. Only these weighted points are carried over to the next window and the
remaining points are deleted. This approach suffers from the traditional problems of partitioning methods, but allows
for a stream-processing due to the memory efficiency of the summarisation method.

BIRCH [42] is another early stream-clustering algorithm and introduces a widely adopted summarisation method:
the Cluster Feature Vector (CF). A CF for a cluster containing 𝑁 points { ®𝑋𝑖 }, 𝑖 = {1, ..., 𝑁 } is described using three

components: (𝑁 ) the number of data points the micro-cluster contains, (𝐿𝑆) the Linear Sum of each feature (i.e.,
𝑁∑
𝑖=1

®𝑋𝑖 ),

and (𝑆𝑆) the Squared Sum of each feature (i.e.,
𝑁∑
𝑖=1

®𝑋 2
𝑖
). The CF for cluster 𝑐𝑖 = [𝑁𝑖 , 𝐿𝑆𝑖 , 𝑆𝑆𝑖 ]. From this vector, the centre

𝑐𝑖 and radius 𝑟𝑖 of the cluster 𝐶𝑖 can be found:
𝑐𝑖 =

𝐿𝑆

𝑁
(1)

𝑟𝑖 =

√
𝑆𝑆

𝑁
−
(
𝐿𝑆

𝑁

)2
(2)

CF vectors are additive (two clusters can merge into one) and incremental (points can be added to the cluster and the
CF updated). These characteristics are very useful for processing a stream. BIRCH works in a single pass of the data
and CF vectors are stored in a tree structure called a CF-Tree. A predetermined number (𝑘) of clusters are extracted
from this tree using an agglomerative approach.

CluStream [43] introduces the micro-cluster as a summarisation method. A micro-cluster is a temporal extension to
the CF. Each point 𝑝𝑖 in the cluster has an associated time stamp 𝑇𝑖 . The sum of these time stamps is maintained in the
micro-cluster summary. A micro-cluster𝑚𝑐𝑖 = [𝑁𝑖 , 𝐿𝑆𝑖 , 𝑆𝑆𝑖 ,𝑇𝑖 ]. CluStream also introduces a widely adopted two-phase
approach to stream clustering: the online/offline model whereby data is summarised online and the summarised data is
clustered offline. CluStream combines this online/offline with the temporal aspect of micro-clusters to discover clusters
in a stream. The clusters are discovered at different levels of granularity. This granularity is specified by a user parameter
ℎ, the horizon. Micro-clusters within the window [𝑡𝑐 −ℎ, 𝑡𝑐 ] are clustered offline using the 𝑘-means partitioning method.
CluStream has been extended in HP-Stream [44] to handle high-dimensional data, and in SWClustering [45] to better
approximate concept drift.

ClusTree [46] adopts the micro-cluster as a summarisation method but alters CluStream’s approach by recording
only the latest time-stamp of a cluster (as opposed to the sum of all time-stamps). Micro-clusters decay at an exponential
rate, and if no new data has been inserted into a micro-cluster for some time, it is considered no longer useful and can
be deleted. However, if data is added, the time-stamp is updated and the micro-cluster is considered recent and relevant.
ClusTree also adopts the two-phase approach and stores micro-clusters in an online tree structure. It is more sensitive
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to time-constraints in a stream and allows for an ‘any-time’ insert of new data into the tree. An incoming point can be
inserted into the most appropriate micro-cluster if there is sufficient time to traverse the tree. If there is not a lot of
time (high velocity streams), an approximation is made. ClusTree returns clusters using the k-means algorithm in the
off-line stage and was shown to perform better than CluStream.

The methods introduced here use micro-clusters as the summarisation method, other approaches use micro-clusters
as both the summarisation method and the clustering mechanism.

5.2 Density-Based Methods for Clustering Data Streams

DenStream [47] is one of the most influential density basedmethods. It extends the micro-cluster (mc) concept introduced
in CluStream in two ways. First, the linear sum and squared sum of the contents are time-weighted using an exponential
fading function. The data becomes less relevant the older it gets. The second extension is to introduce an upper limit on
the size of its radius. This limit is denoted as 𝜖 and performs the same function as the 𝜖-neighbourhood in DBSCAN. An
mc is considered dense if its weight is above a user-defined threshold ` and its radius is below 𝜖 . Such an mc is referred
to as a core micro-cluster. An mc can also be potential or outlier. A potential mc is one whose weight is above 𝛽` where
𝛽 is a parameter used to determine the threshold relative to `. Outlier mcs have a weight less than 𝛽`. Because the
data is time-weighted, new data inserted into an mc will increase its weight and outliers can be promoted to potential

and eventually core. Conversely, if no new data is added, core mcs can get demoted to potential, then outlier, and are
eventually removed if their weight falls below a certain threshold. When an online point 𝑝 arrives, DenStream tries to
merge 𝑝 with an existing potential mc 𝑝𝑚𝑐𝑖 , if no suitable one is found (or if, by inserting 𝑝 into 𝑝𝑚𝑐𝑖 the radius of
𝑝𝑚𝑐𝑖 exceeds 𝜖), 𝑝 tries to merge with an existing outlier mc 𝑜𝑚𝑐𝑖 . If this is unsuccessful, a new outlier 𝑜𝑚𝑐 𝑗 is created
with 𝑝 .

At regular time intervals, the mc weights are updated, mcs can change from potential to core (or vice versa) and
redundant mcs are deleted. When a clustering request is made by a user core mcs are identified and clustering is
performed offline using DBSCAN.

There are many variants and extensions to DenStream. C-Denstream [48] allows for background knowledge to be
incorporated in the clustering process using instance level constraints (e.g., Must-Link, etc.). R-Denstream [49] (‘R’
for retrospective) introduces a third phase in addition to the online/offline phases. Here, outlier mcs which would
ordinarily be deleted are retained and revisited later. HDenstream [50] accommodates categorical data and SWClustering
[45] stores the outlier and potential micro-clusters in a space-efficient histogram structure. All of these extensions to
DenStream use the two-phase approach. However, it has been observed [51, 52] that the offline clustering phase is
computationally expensive and is only performed when requested. This presents a trade-off between frequent requests
to better discover changes in the stream and infrequent requests in order to reduce computational overheads.

To overcome this, the two phases of DenStream were merged into a single online phase in FlockStream [51]. This
algorithm adopts the concepts of time-weighted coremicro-clusters and non-coremicro-clusters introduced in DenStream
but the clustering process is modelled on the observed flocking behaviour of birds proposed in Reynolds’ Boids algorithm
[53]. Data is mapped to a 2D toroidal grid and flocking is an emergent behaviour of each agent in the grid following
local rules. A dissimilarity metric (Euclidean distance between points in the original data space) creates different flocks
as similar micro-clusters and avoid groups of dissimilar micro-clusters. Another bio-inspired method was proposed
in Ant Colony Stream Clustering (ACSC) [54]. This is also a density based clustering method. However, the concepts
of core, outlier and potential micro-cluster are removed (each mc is treated equally within a tumbling window). To
further simplify, the concepts of density reachable, densely connected, and directly density reachable are removed and
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replaced with a single ‘densely reachable’ concept. A stream is read in windows and during a single pass of the window
rough clusters are incrementally formed, these clusters are then refined using a method based on the observed sorting
behaviour of certain species of ant. ACSC was shown to be fast and accurate.

Another recently proposed algorithm for clustering in one single online phase is CEDAS [55]. CEDAS creates a graph
structure to represent the relationship between micro-clusters. A micro-cluster is divided into two regions: the inner
‘kernal’ region (area between centre of mc and 𝑟/2) and the outer ‘shell’ (area between 𝑟 and 𝑟/2), where 𝑟 is the mc’s
radius. Micro-clusters𝑚𝑐𝑝 and𝑚𝑐𝑞 are connected if there is an intersection between𝑚𝑐𝑝 ’s kernel region and𝑚𝑐𝑔’s
shell. This intersection is described as an edge linking them. All micro-clusters that are connected form a macro-cluster.
Each micro-cluster has an ‘energy’ level which fades linearly. If no new data is added, this energy level reaches zero and
it is deleted. Whenever a micro-cluster is updated (either deleted, created, or a point added to a shell-region), CEDAS
searches for new intersection and the graph structure is updated.

Density-and-Grid hybrids were proposed in D-Stream [57], MR-Stream [52], and DGStream [58]. MR-Stream divides
the data space into a tree of grids, the size of the grids decrease (increased resolution) the further down the tree. The
cluster grids are updated online and clustered offline. The offline also performs a tree-pruning stage. In D-Stream, each
dimension is divided into 𝑛 segments, which creates a grid of hyper-rectangular cells. Incoming data is assigned to
an appropriate grid-cell and the contents of each cell is summarised. A fading window is used to age data and sparse
grid-cells are periodically removed. When a clustering request is made, clusters are discovered offline. Neighbouring
dense grid-cells form a cluster. A similar approach is taken in DGStream [58]. A density and hierarchical hybrid
is proposed in SyncTree [59]. A tree structure is used whereby micro-clusters at different levels of granularity are
maintained. More recent mcs are stored at a fine granularity and older data is summarised at a coarser granularity.

The density based methods described so far all share a common shortcoming: an inability to detect clusters of
varying densities. The reason for this restriction to a single concept of density is the use of global parameters for each
cluster. The 𝜖-neighbourhood defines the maximum radius for a micro-cluster and the minPoints parameter defines
how many points a micro-cluster must contain before it can be defined as ‘dense’. These parameters apply to every
discovered cluster. A global 𝜖 imposes limitations on the type of clusters that can be discovered. For example, embedded
or overlapping clusters will be missed if only using a single concept of density. Recently, there have been some proposals
to address this problem: AD-Stream [60], MuDi [61], MDSC [62], SNCD [63], BODAS [64], and FCGH [65].

AD-Stream (Adaptive Density Stream) uses the two-phase approach. Online points are mapped to a grid and grid
contents are summarised. Using a combination of a weighted similarity matrix and associated eigenvectors, grid areas of
varying densities can be discovered in an offline step. MuDi (Multi Density Clustering) and FGCH (Fast and Grid-based
Clustering algorithm for Hybrid data-stream) also use a grid structure and a two-phase approach. In MuDi, a grid
structure is created at a user defined level of granularity and, separately, a set of micro-clusters are maintained. First, an
incoming point 𝑝 tries to merge with an existing mc. If this is not possible, 𝑝 is mapped to an appropriate grid cell. The
contents of each grid cell are time-weighted, if a grid weight is above a certain threshold, its contents are merged into a
new micro-cluster. If the weight falls below a certain threshold, the grid contents are deleted. When a clustering request
is made, the micro-clusters are clustered offline using an extension of DBSCAN, called M-DBSCAN. This variant replaces
the 𝜖 neighbourhood of DBSCAN with a concept of local cluster density, called core-neighbouring. Micro-clusters are
added to existing clusters if they have similar mean values with some acceptable differences in standard deviation.
This allows for multi-density clusters. However, this algorithm requires a lot of very sensitive parameters: the grid
granularity is crucial and the𝑚𝑖𝑛𝑃𝑜𝑛𝑡𝑠 parameter in M-DBSCAN is sensitive. Both of these parameters can greatly
affect clustering performance. Very sensitive parameters like this are not ideal in a stream. It might be possible to tune
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them on a subset of the stream, but in a dynamic environment a good set of parameters at time 𝑡 might not be the
best at 𝑡 + 𝛿 . BODAS [64] is an extension to CEDAS and introduces an adaptive radius for each micro-cluster. Each
micro-cluster has a range of potential radius values and the optimal radius is discovered through recursive updates.

Multi-Density Stream Clustering (MDSC) [62] was proposed as an online approach with an adaptive mechanism for
discovering clusters with varying densities. MDSC consists of online labelled clusters (time-dampened) and an online
buffer. Incoming points are assigned to a cluster or, if unrecognised, are passed to the buffer. Clusters are discovered in
the buffer using a swarm intelligence approach similar to ACSC. As each new point added to the buffer, the points
attempt to cluster using simple, local rules. In this way, micro-clusters are formed with an adaptive 𝜖-radius (replacing
the user-defined global parameter). Connected micro-clusters form the cluster and, if the new cluster contains at least
𝑚𝑖𝑛𝑆𝑖𝑧𝑒 number of points, it is added to the set of live clusters. The live clusters are labelled (cluster one, two, . . . )
and so their dynamic behaviour over time can be monitored. This ability to track on-line clusters is very useful. An
alternate approach was proposed in MVStream (Multiview Data Stream Clustering) [66]. MVStream is online/offline
approach for multi-view clustering (clustering multi-view data, for example, multiple news reports of the same specific
event where each report is a ‘view’ and each view contains complementary information). MVStream takes inspiration
from the one-class classification method of Support Vector Domain Description (SVDD) [67] whereby the smallest
hyper-sphere that encompasses all data points is discovered and points which lie on the boundary are selected as the
support vectors. In MVStream, incoming points from each stream are mapped to a common high-dimensional space
𝑆 , a minimal bounding sphere is discovered in 𝑆 and support vectors are selected. These support vectors are labelled
and time-weighted and can be tracked over time. A similar approach is taken in SVStream [68] for single-view stream
clustering.

5.3 Model-Based Methods for Clustering Data Streams

Competitive Learning is a common approach to model-based stream clustering. Most methods are extensions to Neural
Network inspired clustering methods, e.g., the Self Organising Map (SOM), Growing Neural Gas (GNG), and Self
Organising Incremental Neural Network (SOINN). These methods broadly adopt the same approach: during the online
step an incoming point 𝑥𝑖 triggers a competition between existing nodes. The “winner” 𝑞 is the closest node to 𝑥𝑖 , 𝑝
is the “second winner”. 𝑥𝑖 is assigned to 𝑞 and an edge is created between 𝑝 and 𝑞 (or if an edge already exists, it is
strengthened). Nodes and edges are time-weighted and are removed if their weight gets too low. Isolated nodes can be
deleted and periodically, a new node is inserted between two existing nodes that have the largest accumulated error
(farthest from previously seen points in the stream).

A common problem with this approach is the difficultly in extracting the clusters from the created graph structure
[69, 70]. AING [71] and G-Stream [72] overcome this problem, both by defining each node as a cluster. DenSOINN [70]
treats each node as a micro-cluster, when a cluster request is made, these micro-clusters are clustered offline using
a method based on density connectivity similar to DBSCAN. Soinn+ [73] inherits a lot of the features of traditional
SOINNs but introduces a new mechanism for forgetting traditional nodes and edges are deleted periodically in batches.
In SOINN+, nodes are removed according to a function of how often it is selected as a ‘winning’ node. This leads to a
more gradual, organic forgetting.

SWEM [74] is an EM-Based method which uses the sliding window model. Each model has a mean, weight and
co-variance matrix. In the first window, EM is used to obtain the parameters for each model. These parameters are
refined in subsequent windows. If parameters discovered in the latest window are significantly different than previous
window, SWEM abandons models with the largest variance and merges components that are similar.
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Table 1. Overview of Stream-Clustering Algorithms

Algorithm (Year) Clustering Method Windowing Method 𝑘 required Processing

[42] Birch (1996) Hierarchical Landmark Yes two-phase
[41] Stream (2002) Partitional Sliding Yes two-phase
[43] CluStream (2003) Partitional Sliding Yes two-phase
[46] CluStree (2011) partitional Time Dampened Yes two-phase
[47] DenStream (2006) Density Time-Dampened No two-phase
[51] FlockStream (2011) Density Time-Dampened No online
[60] AD-Stream (2016) Density Time-Dampened No two-phase
[54] ACSC (2018) Density Landmark No two-phase
[62] MDSC (2019) Density Time-Dampened No online
[65] FGCH (2020) Density Time-Dampened No two-phase
[68] SVStream (2007) Density Time-Dampened Yes online
[66] MVStream (2020) Density Time-Dampened Yes online
[55] CEDAS (2017) Density& Graph Time-Dampened No online
[64] BODAS (2020) Density& Graph Time-Dampened No online
[52] MR-Stream (2009) Density& Grid Time-Dampened No two-phase
[61] MuDi (2016) Density & Grid Time-Dampened No two-phase
[58] DGStream (2020) Density & Grid Time-Dampened No two-phase
[59] SyncTree (2020) Density & Hierchical Time-Dampened No two-phase
[74] SWEM (2009) Model Time-Dampened No online
[72] G-Stream (2016) Model Time-Dampened No online
[70] denSOINN (2018) Model Time-Dampened No two-phase
[73] SOINN+ (2020) Model Time-Dampened No online

5.4 Summary of Stream Clustering Methods

The main stream clustering algorithms discussed in this section are presented in Table 1. These methods are largely
extensions of traditional methods coupled with windowing methods to deal with the memory constraints of an
unbounded stream. A time-dampened windowing strategy is the most common. This offers a more organic, gradual
method of ‘forgetting’ and recent data is considered more important than older data. This also removes the need for
specifying an explicit window size (either in terms of time or number of data points processed). This window size is an
important parameter and can greatly affect the clustering results. Adaptive window sizes are not so common in stream
clustering approaches (as opposed to supervised approaches where they are relatively common [142–144]) - a reason for
this is that, intuitively, if the stream is stable, the window can be increased, conversely in times of change the window
can be shortened. Without labels, there is no way to test if change is occurring without first processing the window.

All of the discussed approaches adopt either a two-phase online/offline approach or a fully online one. In the
online/offline approach, the stream is summarised online and periodically (at intervals, or when a clustering request is
made by a user) clustered offline. Both phases are combined into a single phase in online methods. It might be expected
that there would be a trend towards this single online approach but the two-phase approach remains popular.

Density based clustering methods appear to be the most common in the literature. They offer advantages in that 𝑘
does not need to be specified and arbitrary shaped clusters can be discovered, allowing noise and outliers to be better
managed. Most density approaches use the micro-cluster as both the clustering mechanism and as the summarisation
method. A micro-cluster allows a number of similar points to be represented by one point and furthermore, has the
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attractive characters of being increment-able and additive. This allows micro-clusters to adapt and change with new
data. Density methods are common in hybrid approaches, they are used in combination with graph, grid, tree and
model-based methods.

An overview of stream-clustering applications is provided in the online supplementary material.
The algorithms described have largely addressed the challenges in stream clustering. Most adhere to time and memory

constraints. Most require only a single pass of the data and can summarise the data in a meaningful, interpretable
way (e.g., CF Vectors [42] and micro-clusters [43]). In addition to the time and memory requirements, the clustering
algorithms can adapt to the various types of change, both concept drift and concept evolution. In some cases, discovered
clusters are online and can accommodate incoming points (for example, G-Stream [72] and CEDAS [55]). As a stream
progresses, data can age and become less relevant. As data is added and removed, clusters can adapt to and track change
in an organic way (for example, MDSC [62]). Some of the concepts which have proven successful in stream clustering
have transferred to stream classification approaches, but as we will see, very little effort has been made yet at developing
cooperative strategies between classifiers and stream clustering algorithms.

6 CLASSIFICATION IN NON-STATIONARY STREAMS

Classification is the task of identifying to which set of pre-defined categories a new observation belongs to. This
pre-defined set of known categories is what differentiates the classification task from the clustering task. Traditional,
established classification methods (Support Vector Machines, Decision Trees, Neural Networks, etc.) form the basis of
stream classification, often in conjunction (as in stream clustering) with windowing methods.

We can imagine two classification scenarios when there is a scarcity of labels in a stream. The first is the Initially
Labelled Non Stationary setting (in this we include situations where a label might arrive but with such latency as to be
not useful). We refer to these streams as being unlabelled. In the second setting, we can imagine that 𝑠𝑜𝑚𝑒 labels are
available as the stream progresses, or where there is an associated labelling budget and labels can be requested (and
received within a timeframe suitable for updating classification models). We refer to the second setting as partially
labelled streams.

In partially labelled streams, typically two general approaches are taken: Active learning (AL) and and semi-
supervised learning (SSL). SSL methods assume that a set of 𝑛 samples 𝑥1, . . . , 𝑥𝑛 ∈ 𝑋 with their corresponding class
labels 𝑦1, . . . , 𝑦𝑛 ∈ 𝑌 are available in addition to 𝑢 unlabelled samples 𝑥𝑛+1, . . . , 𝑥𝑛+𝑢 ∈ 𝑋 . SSL attempts to build
classifiers using the combined data set, as opposed to supervised learning which would use the first 𝑛 labelled samples
or unsupervised learning which would use the 𝑢 unlabelled samples. AL is variant of SSL. An AL mechanism identifies
the most important, informative instances in an unlabelled set and requests labels for those instances from an ‘oracle’,
usually a human expert. These labelled instances 𝑋𝑙 are then used to update a classifier 𝜙 (or are propagated to the
unlabelled instances 𝑋𝑢 and all instances are used to update 𝜙). Usually, these approaches work within a label budget.
So, the more labels that can be provided to the algorithm, the better the results. An overview on the fundamentals
of Active Learning can be found in [75] and more recently an overview of online Active Learning methods for data
streams [76].

Ensemble methods combine multiple base classifiers into a single (hopefully better) classifier. The intuition behind
this is that there is no specific algorithm that will work best in all cases, each model will have its own strengths and
short-comings and this can be exploited/mitigated by creating a diverse group of base-classifiers. In the streaming
context, ensembles provide a natural mechanism for adapting to changes in the data (adding a new base classifier)
and forgetting irrelevant data (removing an existing classifier). In doing so, ensembles provide a good solution to the
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stability-plasticity dilemma [77], the capability of a model to retain existing knowledge or to learn new knowledge but
not to be able to both equally well. Ensembles also have the advantage that in times of change, the entire ensemble does
not need to be retrained, only the portion which is affected.

Detecting this change is an obvious challenge for classifiers. Models can adopt a passive or active approach to this.
Both approaches maintain an up-to-date model which can react to change but each uses a different mechanism to do so.
Active methods use a two-phase “detect and react” [78] approach, whereby a mechanism (separate from the classifier)
monitors the stream for change and if change is signalled, the current model is updated with the latest samples from
the stream. Passive approaches do not monitor the stream for change, instead they simply assume that change will
happen and continuously adapt, updating the model with newly arriving data.

In this section, we discuss the classification task in non-stationary streams from these two perspectives. First, methods
which adopt a passive approach to change and then methods which take an active approach. We further divide this
discussion into classification tasks where no labels are available during the stream and subsequently in settings where
it is assumed the stream is partially labelled.

6.1 Passive Adaptation to Change

Passive approaches assume change in the stream and continuously update the model. Ensemble methods provide
a natural mechanism for passive adaptation. Streaming Ensemble Algorithm (SEA) [79] is one the earliest work on
supervised ensembles and introduced a general framework which is common in the literature [80–82]. A stream is
processed in fixed-sized sliding windows and at each window a new classifier is trained and added to the ensemble.
Once the ensemble reaches a predefined size, the weakest (according to some quality measure) base-learner is removed,
in this way the ensemble passively adapts to change. There are many variants of this framework in the supervised
setting and an excellent overview can be found in [2]. Other supervised methods adopt a single-model approach. For
example, the VFDT [141] was extended to passively handle change with the CVFDT (Concept Adapting Very Fast
Decision Tree) [83]. Here, a standard VFDT is maintained and a sliding window is used to process the stream. As in the
original algorithm, the tree is updated incrementally at each window. However, CVFDT examines each node looking
for places where a split has been made in the past but which would not be selected in the current window. If such a
split is detected, an alternate subtree is grown at this decision point. If this new subtree becomes more accurate than
the original, the new tree replaces the original. However, these approaches assume a fully labelled stream and in this
section we discuss passive approaches when there is a scarcity of labels. We first take the perspective of streams which
are entirely unlabelled (after an initial training period) and subsequently we discuss approaches for passive adaptation
in partially labelled streams.

6.1.1 Passive Approaches with Unlabelled Streams. Classification techniques which adopt a passive approach to change
adaptation without access to labels are described here. These methods are designed to operate in the Initially Labelled
Non Stationary (ILNS) or Extreme Verification Latency (EVL) setting and this is a very challenging domain. Assuming
some label information is provided in a training/initialisation phase but subsequently never again, the task is to
propagate this information through several future timesteps, possibly indefinitely.

One approach to this problem is to represent data as a mixtures of parametric distributions. Each class is represented as
a mixture of ‘sub-populations’. Distributions of unlabelled data are tracked and matched to known, labelled distributions.
These sub-populations could be a fixed number of Guassian distributions [84] or modes in the underlying class
distribution, as in Arbitary Sub Populations Tracker (APT) [85]. APT makes a number of assumptions : 1) drift is
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gradual and systematic, 2) each sub-population is present in the training data, 3) drift remains constant and is the
same for each class. The learning strategy for ATP is to first determine assignment between existing, labelled data in
timestep 𝑡 with unlabelled data in timestep 𝑡 + 1. This is determined using expectation maximisation (EM). Then, the
sub-population’s parameters are updated to accommodate the newly received data. APT is computationally expensive
and the assumptions it makes are not always practical. For example, it might not be safe or sensible to assume that drift
remains constant and affects each class equally. Though, the assumption of gradual drift is perhaps a necessary one to
make when trying to adapt to change without access to labels.

In the gradual drift assumption, drifting distributions will overlap in successive timesteps. When this happens, the
core region of each class distribution will have most overlap with future drifting distributions. Core Support Extraction
(CSE) attempts to identify which instances lie inside the core region of each distribution at time 𝑡 . These core samples
𝑐𝑠 are retained and mixed with unlabelled 𝑋𝑢 samples arriving at 𝑡 + 1. A label propagation technique is then used to
label 𝑋𝑢 with 𝑐𝑠 . This CSE acts as the underlying mechanism for information propagation through time.

COMpacted POlytope Sample Extraction (COMPOSE) [86] is an early example of this approach. COMPOSE begins
with some labelled data and some unlabelled data. First, the unlabelled data is classified with a “BaseClassifier” (e.g.,
nearest neighbour), then a boundary is created around each class distribution by calculating the 𝛼-shape [87] (the
𝛼-shape is a generalisation of the data’s convex hull). This boundary is then slightly shrunk (according to a user-defined
value) to identify the core support region and samples within this region (the core support samples) are retained and
carried over to next iteration. These core support points are used to label the next window of unlabelled points and the
process repeats. The assumption is that the samples drawn from the core support region of the current distribution are
the most likely instances to have been drawn from a drifting distribution in the next window. COMPOSE is not suitable
for high dimensional streams because of the complexity in determining the 𝛼-shape. Learning Extreme Verification
Latency with Importance Weighting (LEVELIW) [88] proposed an importance weighting scheme to replace the original
core support extraction method in COMPOSE. An importance weighted least squares probabilistic classifier (IWLSPC)
replaces the 𝛼-shape but both approaches achieve similar results. In [89], a Gaussian Mixture Model (GMM) replaces the
𝛼-shape as the method of identifying the core support region. The GMM describes the data as a mixture of 𝑘 Guassian
distributions (where 𝑘 is a user parameter). COMPOSE with GMM achieves comparative results and is faster. However,
the number of Gaussians is a sensitive parameter and it makes an additional assumption that the data can be modelled
using a set of unimodal Guassians.

FAST COMPOSE [90] proposed to remove the CSE component completely and instead of propagating core support
points, propagate all of the points which have been labelled by an SSL algorithm from timestep 𝑡 forward to 𝑡 + 1 and
to use these points to label new data in 𝑡 + 1. Predictably, FAST COMPOSE has a much lower execution time because
there is no requirement to identify the core support regions. However, and somewhat surprisingly, FAST COMPOSE
achieves comparative accuracy with its more complex predecessors. The authors reason that this is because in some
cases, CSE introduces a bias in the decision boundary away from the unlabelled data arriving in the subsequent time
step which makes the labelled data more sparse in the feature space and hence more difficult for the label propagation
algorithm to correctly label the new data. The study does not discuss how the number of the points propagated at
each time step is maintained. It might be an unreasonable assumption that all necessary data points can be retained
and propagated to the next step. This would be especially true in high dimensional streams and only low dimensional
(mostly 2D synthetic) streams are considered. This problem is discussed in RECORD (Resource Constrained SSL under
Distribution Shift) [91]. RECORD proposed a method where only a finite set of samples and their associated labels can
be maintained in memory, this set is refereed to as 𝐷𝑠 . Initially, 𝐷𝑠 will contain the initial labelled training samples.
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New, unlabelled samples are labelled with 𝐷𝑠 and a SSL classifier (the authors experiment with three SSL methods).
The challenge is to select the most appropriate samples from 𝐷𝑠 to update in order to adapt to change. The authors
suggest a good strategy to do this is to identify samples which have shifted from a previous distribution. These are
selected based on a novel influence function based on logistic regression.

A further CSE approach is outlined in AMANDA [92]. Initially AMANDA receives labelled training data. In the test
phase, unlabelled data arrives. This unlabelled data is classified by an SSL classifier using the already labelled data. The
samples in each class are weighted using Kernel Density Estimation (KDE). Finally, the data samples are filtered and
only the densest samples from each class (as per KDE) are retained and propagated to the next timestep and the rest
are discarded. A percentage 𝛼 determines how many samples are retained for extraction. Two variations of AMANDA
are presented, AMANDA-FCP (Fixed Cutting Percentage) where 𝛼 is fixed and AMANDA-DCP (Dynamic Cutting
Percentage) where 𝛼 is chosen dynamically. AMANDA is shown to outperform COMPOSE and LEVELIW.

A different approach is taken in Stream Classification Algorithm Guided By Clustering (SCARGC) [93]. In the first
window, 𝑘-means is used to create a set of clusters. Each incoming point is classified by its nearest cluster centre and
then stored (unlabelled) in a buffer. When a sufficient number of points have been stored in the buffer, the discovered
clusters are deleted and their labelled centroids are also added to the buffer. 𝑘-means is performed again and labels are
propagated to all points in their respective cluster based on the associated centroid from the previous iteration. The
process repeats in a closed loop. SCARGC can identify and capture virtual drift, a change in 𝑃 (𝑥). If this drift leads to
real drift, then it too can be captured. SCARGC can react to shifting and alternating decision boundaries. However, as
always in 𝑘-means, the number of classes must be specified and SCARGC cannot handle concept evolution.

The micro-cluster introduced in stream-clustering [43] (See Section 5) as a clustering mechanism was originally
proposed as a fully-supervised classifier in On Demand Stream [94]. A micro-classifier is a supervised version of the
micro-cluster. In addition to the summary information recorded in a micro-cluster, a class label is associated. In the
supervised version, a predefined number of training points are collected and labelled. These training points are separated
into their respective classes and 𝑘-means clustering is performed on each class. Each micro-cluster𝑚𝑐𝑖 ∈ 𝐶 (|𝐶 | = 𝑗 ∗ 𝑘 ,
where 𝑗 is the number of classes in the training set) is treated as a micro-classifier𝑚𝜙𝑖 . Incoming points are classified
and then clustered. First, a nearest neighbour method is applied. The closest micro-classifier𝑚𝜙𝑖 to incoming point 𝑥𝑖
is identified and the predicted label of 𝑥𝑖 is the label associated with𝑚𝜙𝑖 . The point 𝑥𝑖 is then either inserted into𝑚𝜙𝑖
(if the distance between the two is within a maximum boundary) or a new micro-classifier𝑚𝜙 𝑗 is created with the true
label 𝑦𝑖 of 𝑥𝑖 . A similar approach is outlined in MClassification [95] for classification in unlabelled data streams. After
an initial training period where each labelled point initialises a micro-classifier with radius 𝑟 . A newly arriving point 𝑝
is labelled based on its nearest (Euclidean distance in the feature space) labelled micro-cluster𝑚𝜙𝑖 . MClassification
then attempts to update𝑚𝜙𝑖 with 𝑝 . If after adding 𝑝 to𝑚𝜙𝑖 the radius of𝑚𝜙𝑖 is less than 𝑟 , then𝑚𝜙𝑖 is updated and
its centre is slightly shifted towards the position of 𝑝 . Otherwise (if the radius is greater than 𝑟 ), a new micro-classifier
is initialised with 𝑝 and the label associated with𝑚𝜙𝑖 . Furthermore, the two farthest micro-classifiers from 𝑝 (with
the same label) are merged. This moves the micro-classifiers closer to the centre of the class distribution and allows
MClassification to adapt to change.

6.1.2 Passive Approaches with Partially-Labelled Streams. In partially labelled labels, there is an assumption that either
a) a portion of the stream (or stream window) is labelled and these labelled instances arrive along with a batch of
unlabelled instances, or b) there is a small labelling budget and a limited number of instances can be selected and the
associated label is provided (sufficiently prompt so as to be useful for updating the classifier). SSL algorithms adopt
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the first assumption and AL methods are used in the second setting. We discuss passive adaptation from these two
perspectives.

Active Learning approaches typically operate in a sequential or pool based setting. In the former, a sample is taken
from the underlying distribution and the learner decides whether or not to request a label. In the latter, a set of unlabelled
data is collected and the learner selectively draws instances from the ‘pool’ and requests a label. Fundamentally, they
are similar and the challenge is to query and select ‘good’ samples for labelling. Settles [75] and later Lughofer [76]
describe five broad querying strategies : 1) Uncertainty - samples in which the learner is least certain about, 2) Density -
select samples in dense/sparse areas of the feature space, 3) Balance exploration and exploitation of feature space, 4)
Committee Based, select instances with high disagreement among base-classifiers in an ensemble, and 5) Expected
Error and Variance reduction.

Traditional AL methods could adopt the ‘pool based’ approach by selecting interesting samples from all historical
data. Obviously, this is not feasible in a stream and often sliding windows are used [96, 97, 99–101]. In these cases,
each window is treated as a static batch and samples are selected in each window. A passive ensemble approach with
sliding windows was proposed in [96]. A new classifier 𝜙𝑖 is trained on each new window 𝑤𝑖 and is added to the
existing ensemble 𝐸 (a Baysian classifier is used, though any classifier could be used). A minimum variance approach is
used to select which samples in𝑤𝑖 should be labelled. A point 𝑥𝑖 ∈ 𝑤𝑐 is classified by every base classifier in 𝐸. If the
variance is low (if the base-classifiers agree on their predictions) the corresponding label for 𝑥𝑖 is not requested. If the
variance is high, then a label is requested. In [97], a passive windowing approach was implemented to extend a static
AL method proposed in [98]. Here, an SVM is used as a classifier and during each window samples which are closest to
the hyperplane are selected for labelling.

These approaches are extensions to AL approaches in stationary environment and do not fully consider the potential
impact of concept drift in a data stream. Specifically, these approaches respond to virtual drift, a change in 𝑃 (𝑥). Changes
which happen away from the decision boundary will be missed, for example, when concept evolution occurs or during
real drift when there is a change in 𝑃 (𝑦 |𝑥) but no change in 𝑃 (𝑥). In these instances, we can say that the full instance
space has not been inspected for change and there has been a sampling bias [102].

An approach which covers the whole feature space is proposed in Active Cluster Learning (ACL-Stream) [101].
ACL-Stream uses a single incremental classifier and reads the stream in windows. At each window, samples are selected
for labelling based on clusters discovered in the window (using 𝑘-means). Each discovered cluster 𝑐𝑖 ∈ 𝐶 contains 𝑛
clustered points 𝑥1, . . . , 𝑥𝑛 . Samples are selected for labelling in a two-step process. First, in the macro step, every point
is classified by the classifier 𝜙 which has been trained on all labelled data so far. Clusters are ranked according to their
homogeneity. If the points in a cluster all have the same predicted label, then the cluster is homogeneous and considered
less interesting. However, if a cluster contains many different classes (as predicted by 𝜙), then it is considered an area of
interest and is ranked highly. In the next step, the micro step, the contents of each cluster is ranked by a function of
its distance from the centre of its respective cluster and the classifier’s uncertainty of its label. Once all instances and
clusters have been ranked, the top 𝑏 samples are selected (where 𝑏 is the labelling budget). These labelled samples are
used to incrementally train 𝜙 .

A Bi-Criteria Active Learning (BAL) approach was proposed in [102] and uses a combination of classifier uncertainty
and a density based clustering approach, where labels are more likely to be requested from dense areas of the feature
space. The approach consists of a learning engine which trains a classifier on labelled data and a separate selecting engine
which actively selects samples for labelling. Logistic Regression is used as the classifier along with a static density based
clustering method. The classifier estimates the conditional distribution of the labels, while the clusters estimate the
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marginal distribution of the data. BAL is shown to achieve high accuracy but has some drawbacks. It is designed to only
consider binary classification problems and is unable to handle concept evolution. These shortcomings are addressed in
SAL [103] (Stream based Active Learning). SAL replaces density clustering with a non-parametric mixture of Dirichlet
Processes and a Baysian classifier is used to allow for multi-class classification. This allows the number of processes to
grow if needed (for example, if concept evolution occurs). This is an important extension, as observed in [76], parameter
adaptation alone is often not enough to sufficiently handle change and sometimes a structural change is required.

Recently, evolving approaches inspired by the soft-computing community have been proposed to address this
challenge. A good overview of these approaches is given in [76]. A typical approach is to evaluate the similarity between
newly arriving samples and the existing knowledge structures in the classification model. If the new samples represent
knowledge not already embedded in the model, then new structural components are created or ‘evolved’ to represent
this new knowledge. One of the earliest proposals for this is in Single Pass Active Learning Classification or SP-AL-C
[104] (a regression counterpart is described in [105]). This approach uses a set of fuzzy rules as the classifier where
each rule represents a structural component and each rule contains knowledge about a particular area of the feature
space. As new samples arrive, their membership degrees to existing rules give an indication of how familiar they are to
the existing model and a low membership degree could indicate change. The active learning mechanism is online and
sequential, and the idea of ’uncertainty’ for active selection is broken into two concepts: ‘conflict’ if the sample falls close
to the decision boundary of two or more classifiers, and ‘ignorance’ if the sample is in an area not sufficiently covered
by previous training samples. When a label is received, it is used to update an existing rule or a new rule is created
to accommodate the newly discovered interesting area of the feature space. This idea was extended in [106] where a
stricter labelling budget is assumed and the uncertainty threshold for selecting samples is adaptive. A similar approach
is outlined in [107]. Here, evolving fuzzy classifiers are used to quickly adapt to concept evolution in a data stream.
Evolution is discovered through active learning - samples which are unrecognised by existing classifiers are passed to a
buffer to be labelled. If a new class is discovered in the buffer, the classifier’s structure is updated to accommodate this
new class.

Semi-Supervised Learning methods do not actively request samples to be labelled, instead the assumption is that
a small portion of the stream (or stream window) contains labelled samples.

The micro-cluster introduced in stream-clustering [43] as a fully unsupervised mechanism was proposed as an
unsupervised classifier in [95] and is often employed in the SSL setting. An early example is the Semi-Supervised
Ensemble Approach (SSEA) [108]. The stream is processed in fixed-sized windows, and each window𝑤𝑖 is split into
𝑗 partitions, where 𝑗 is the number of known classes. 𝑘-means clustering is used to create 𝑘 clusters in each of the
𝑗 partitions. Each cluster is summarised by its centre, radius, number of instances, and class label. This summary
information is the micro-classifier𝑚𝜙 . Formally, a model𝑀 is created at each window where𝑀 = {𝑚1, . . . ,𝑚 𝑗 } and𝑚𝑖

represents a set of micro-classifiers specific to each known class𝑚𝑖 = {𝑚𝜙1, . . . ,𝑚𝜙𝑘 }. The latest model is added to an
ensemble 𝐸. An incoming point 𝑥𝑖 is classified by its nearest𝑚𝜙𝑖 . If 𝑥𝑖 does not fall within the radius of any existing
micro-classifier, it is considered an outlier. New classes are identified by the labelled data in each new window and 𝑘 is
tuned this way. This makes the assumption that instances from a new class will be among the subset of labelled samples
in each incoming window. A similar approach is taken in [109] but along with the class label and the summary statistics
a micro-classifier also contains a reliability weight based on average classification accuracy. Labelled points are used to
update this reliability score and whenever there is a conflict between classifiers about a prediction the most reliable
classifier is selected. Micro-classifiers are time-dampened and, to maintain constant memory usage, an upper bound on
the number of micro-classifiers is imposed. If this limit is reached, two micro-classifiers with the same label and within
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a permitted distance are merged into one. If these constraints are not met, the class with the most micro-classifiers is
calculated and the two closest micro-clusters within that class are merged.

As in SSEA, at each window a new model𝑀 is created (where𝑀 is composed of a set of micro-classifiers) and𝑀
is added to an ensemble 𝐸. The size of the ensemble is fixed, when this size limit is reached, the weakest component
is removed from the ensemble to make room for the latest component. ‘Weakest’ is the component with the lowest
accuracy on the labelled portion of the latest window.

Realistic Stream Classifier (ReaSC) [111] also uses the MCI-Kmeans method. In ReaSC, a window is processed,
classified and retained in memory until 𝑝% of the window has been labelled. When this happens, clustering is performed
but micro-clusters containing no labelled instances are also considered ‘pure’. These unlabelled micro-clusters are
labelled by an inductive label propagation technique. An affinity matrix is created using all micro-clusters, which can
be considered a graph with micro-clusters as nodes connected by edges. The weight of each edge is a distance metric
based on a Gaussian function and the labels of the unlabelled micro-clusters are determined by their neighbours. Once
all micro-clusters have been labelled, they are added to the ensemble as a set of micro-classifiers. The classification
method is the same as SSEA and SmScluster, and the pruning method is the same as SmScluster whereby only a fixed
number of models can be retained and the weakest is removed before adding a new one.

An ensemble of clusters and classifiers was proposed by Zhang et al [112], where labelled instances are used to
train a classifier and unlabelled instances are clustered. New instances are labelled using a majority vote that included
label mapping between the classifier and the clusters. The mapping takes the form of a graph based on conditional
probabilities. A similar method based on a graph structure is the K-Associated Optional Graph (KAOG) [113].

Recently, Neural Network (NN) approaches have been applied to non-stationary streams. Neural Networks typically
have a large number of parameters with the ‘knowledge’ of each learned concept distributed over many nodes and
weighted connections. This can make updating networks difficult. A common problem is catastrophic forgetting [114],
whereby learning a new task or concept often necessitates forgetting a previously learned task by updating/changing
previously learned weights. Efforts have been made to overcome this with online, continuous learning [114–116], and
recently efforts have been made for learning in dynamic environments with concept drift, for example, a recurrent
neural network which is incrementally trained as a stream progresses [117], and a drift-adapting Long Short Term
Memory network [118]. With deeper architectures too, proposals have been made to handle online learning [119] and
concept drift [120]. A self-organising Deep Neural Network (DNN) was proposed in Adaptive Deep Learning (ADL)
[120]. In ADL, each hidden layer in the DNN has its own softmax layer (typically the final layer of a NN which returns
a vector of 𝑘 values corresponding to 𝑘 classes, the largest value selected as the model’s prediction) which can return a
layer specific prediction. The DNN’s final decision is a majority vote and each layer’s vote is weighted by its recent
performance measured with prequential error. This way, the DNN can be viewed as a type of vertical ensemble. These
hidden layers are the main adaptation mechanism of ADL and are created and pruned as the stream progresses. Entire
layers are generated when drift is detected in the stream (based on observed accuracy) and similar layers (measured
with mutual information) are merged. However, these methods take a fully supervised approach. A common approach
to training DNNs with unsupervised methods is to first ‘pre-train’ a network with unlabelled samples. This solves the
problem of having initial random weights which can lead to a slower convergence of the network. This pre-training
step is referred to as the generative phase and the DNN is subsequently fine-tuned with labelled samples. Auto-encoders
are commonly used in the generative phase.

An auto-encoder (AE) [121] is an unsupervised feed-forward NN with an input layer of size 𝑑 , an output layer of
size 𝑑 , and at least one hidden layer. The task for the AE is to recreate its own input 𝑥𝑖 . In the most simple case, an AE
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will have one hidden layer of size 𝑛, where 𝑛 < 𝑑 . This creates an information ‘bottleneck’ as the network is forced
to learn a compressed, hopefully better representation of the data. This bottleneck also prevents the network from
simply learning the identity function. The connections from the input layer to the hidden is referred to as the encoder,
and connections from the hidden layer to the output layer is referred to as the decoder. This way, with input 𝑋 and
encoding 𝑓 , the AE can be viewed as two mapping functions 𝜙 and𝜓 , where 𝜙 : 𝑋 −→ 𝑓 ,𝜓 : 𝑓 −→ 𝑋 and the goal is to
minimise the reconstruction error of the input, for example, with least squares:

argmax
𝜓𝜙

| |𝑋 − (𝜙 ◦𝜓 )𝑋 | |2

Denoising Auto-encoders (DAE) are an extension. In this approach, the original input 𝑥𝐼 is intentionally corrupted,
for example, by adding Gaussian noise to the input or by setting random input features to 0, the DE learns to recreate
the original, uncorrupted input. These typically generalise better and are more robust to noisy patterns.

Determining the complexity of a model (the number of hidden nodes and connections) is a challenge when creating
auto-encoders. This is difficult in online learning when techniques like cross-validation and other iterative parameter
learning methods are not practical. It becomes even more challenging when some form of change is expected in the
data. An approach to this problem is outlied in [122]. This approach consists of a DAE with incremental feature learning
and is shown to passively adapt to new patterns when the data is non-stationary. It can be used in an unsupervised
setting or a semi-supervised setting and consists of two mechanisms: 1) adding new nodes and 2) merging existing
nodes. As the stream progresses, hard samples (samples with a high reconstruction loss) are passed to a buffer. When
this buffer reaches a certain size, new additional nodes are added to the hidden layer and the network is retrained with
the samples from the buffer. The key idea is that existing learned parameters (weights from existing nodes) 𝑂 are kept
separate from newly added parameters 𝑁 . During this training, 𝑂 is fixed and 𝑁 is updated with back propagation.
The proposed objective function is a combination of the reconstruction error (measured with cross entropy) and the
discriminative loss when labels are present (again, a softmax with a fixed number of classes is used). This allows the
model to adapt to change while retaining previously learned knowledge. However, simply adding features over time
will lead to overfitting and a lot of redundancy. To prevent this, redundant nodes are periodically merged. This is done
by first finding the most similar pair of nodes (based on their weights) and merging them into a single node using a
linear combination of their weights. The method is shown to be robust and adaptive to concept drift. This method is
used in Incremental Semi supervised Learning on Streaming Data (ISLSD) [123]. ISLD uses the adaptive DAE along
with a separate discriminator and a mechanism which the authors refer to as the ‘bridge’ which enforces correlation of
the parameters from the DAE and the discriminator. In ISLSD, the discriminator is semi-supervised hashing. Inputs
are mapped into a lower dimensional space and pairwise similarity between labelled points (based on label affinity)
along with pairwise similarity between unlabelled inputs (based on distance in the projected space) are calculated.
Classification is performed with 𝑘-nearest neighbours based on these similarities. This model is shown to react and
adapt to concept drift. Semi-supervised hashing is potentially suitable to cope with concept evolution because it is
easy to update the discriminator with a new class. However, this is not investigated and no mechanism for detecting
evolution is described.

AEs have been used as one-class classifiers (OCC) [124] and the task of outlier detection [125] in static environments.
Here, with an abundance of data from one class, say the ‘normal’ class, an autoencoder can be trained. When deployed,
if a sample’s reconstruction error is below a certain threshold, it is deemed to be ‘abnormal’ or belonging to a different
class. This naturally leads to an ensemble of autoencoders as a multi-class discriminator and has been applied as such
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[126, 127]. In the streaming context, this has been explored in Streaming Autoencoders (SA) [128]. Here, an ensemble of
threaded autoencoders (each model on its own thread) with a passive approach to change is proposed. Each autoencoder
is trained with a combination of mini-batch gradient descent (MB-GD) and Stochastic Gradient Descent (SGD). Initially,
an AE is trained with MB-GD, a batch of data is used over multiple training epochs. This creates initial, reliable models.
However, MB-GD is slower and not suitable in a streaming environment. During the stream, incoming points are
stored in buffers associated with each model and once filled, the respective AE is updated with SGD. This mechanism
organically deals with concept drift, and ensures diversity in the ensemble as each model is updated with a different
subset of the stream. With this parallelisation and SGD updates, the network model is shown to achieve comparative
speed with traditionally faster, more lightweight models (for example, a VFDT). When a new instance is presented to
the model, majority voting is used to classify. When labelled data is provided, it is used to adjust the discriminative
threshold for each model. SA was designed for, and evaluated on, binary problems though it could be easily extended
for multi classification problems.

Restricted Boltzmann machines (RBM) are a type of neural network similar to autoencoders in that they are also
trained to reconstruct their input. An RBM consists of two layers: a visible layer and a hidden layer. Nodes are fully
connected between layers but are unconnected within layers (it is this characteristic which makes them restricted,
regular Boltzmann machines are connected within layers which make them less tractable to a larger number of features).
The visible layer consists of 𝑑 nodes (where 𝑑 is the dimensionality of input 𝑥𝑖 ) and the hidden layer consists of 𝑛 nodes,
where 𝑛 < 𝑑 , as in the autoencoder. Training an RBM consists of two phases: a forward pass and a backward pass. In
the forward pass, each input is combined with a weight and the result is passed to the hidden layer which may or may
not activate. In the backward pass, each activation is combined with a weight and passed back to the visible layer for
reconstruction. Over several forward and backward unsupervised phases, the network is trained to learn good features
which can reconstruct its input.

RBMs can be stacked to form Deep Belief Networks (DBN) [129], whereby each layer of a DBN is a separate RBM.
The first layer takes instance 𝑥𝑖 in 𝑑 dimensions as input and produces output 𝑧1, the next layer takes 𝑧1 as input and
produces output 𝑧2, and so on, until 𝑧𝑛 for 𝑛 layers. In this way, deep models can be incrementally trained to find
good features in a wholly unsupervised way. This approach was applied to stream classification in [130] by adding a
discriminator at the final layer of a DBN. Two approaches are described, one in which the output of the final layer is
used as input into a separate classifier 𝜙 . Unlabelled samples are used to update the DBN and labelled samples are used
to train 𝜙 (the authors experiment with both 𝑘-nn and VFDT). The second approach adds an MLP with a softmax layer
to DBN. Again, unlabelled samples train the DBN and labelled samples are used to update the weights of the entire
model using back-propagation. Over a range of non-stationary data-sets, the second approach gave the best results and
the model is able to passively cope with concept drift due to the incremental updates but has no mechanism for concept
evolution. Another approach named Adaptive DBN (ADBN) [131] uses the sampling properties of DBNs to cope with
non-stationarity in data streams. An initial DBN (along with a classifier after the final layer) is created on a training set.
Incoming points in the stream are classified and then discarded, they are not used to incrementally update the DBN
or stored for later training. Instead, when new training data is required, exemplary data points are generated using
Gibbs Sampling from the top layer of a DBN. These unlabelled samples approximate the distribution of the training
data and represent the learned beliefs of the network. This process is referred to as Belief Regeneration. These generated,
unlabelled points are then classified, resulting in an artificially generated labelled dataset. This dataset is merged with
new observations (for example, data from a new class, or a later portion of the stream) and a new, replacement DBN
is created. On the MNIST handwritten digit dataset the authors suggest that 750 generated samples from a DBN are
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sufficient to train a replacement. The method is shown to capture concept drift and concept evolution though there
is no mechanism outlined for determining when this regeneration should happen and no mechanism of recognising
concept evolution automatically, without simply receiving labelled instances of new classes.

6.2 Active Adaptation to Change

Active change detection methods typically operate on characteristics or features extracted from the stream rather than
the original raw features, for example statistical measures like the mean and variance of a sequence or the classifier’s
performance on the stream. Hypotheses Testing (HT) methods create a hypotheses of the data and test this hypothesis
according to some predetermined confidence threshold. For example, the authors in [132] used a distance metric (in this
case the normalised Kolmogorov-Smirnov distance) to measure the differences between density functions estimated
on the training data and a window of recent data. Change is signalled if this distance measure exceeds the threshold.
Change Point Methods (CPM) also operate on fixed size windows, they attempt to find a change-point in the window
by examining all possible partitions of the data. This is very computationally demanding, however CPM can not only
detect change but also identify the time-step that change has occurred [133].

Sequential Hypothesis Tests (SHT) can operate on a sample-by-sample basis (as opposed to a fixed subset of the
stream). A sequence is analysed until the mechanism is confident enough to make the decision that change has occurred.
Example SHTs include the repeated significance test [134] and the sequential probability ratio test [135]. These methods
are typically computationally demanding but offer theoretical guarantees that change (if it occurs) will be detected.
Change Detection Tests (CDT) differ in that they are typically more resource-efficient but can not guarantee a control of
false positive rates. CDT commonly make decisions based on the observed classification error of the model. A threshold
is defined and if performance drops below this threshold, then change is signalled. Once a change is signalled, the
classifier is updated. This is a common approach in the supervised setting and a recent survey of these methods can be
found in [136].

In this section we discuss active adaptation approaches in streams with a scarcity of labels. As in the previous section,
we look at unlabelled streams first and then partially labelled streams.

6.2.1 Active Approaches with Unlabelled Streams. A fully unsupervised drift detection method is outlined in [137],
here an active drift detection mechanism is maintained alongside a classifier. Any classifier can be used as long as
it can output confidence estimates along with its prediction. Both drift detection and classification are online and
work in a single pass. In a binary classification problem, the classifier will output its confidence on each class and this
can be represented as a bi-modal distribution. The greater the overlap between these distributions, the greater the
uncertainty and therefore, potentially an indication of drift. For the more general multi-class setting, either the two
largest confidence scores are taken or the largest is taken and the remaining confidence is divided equally among the
other classes. Statistics on the accumulated classifier performance over time are evaluated with a modified Page Hinkley
Test. The Page Hinkley Test is modified to include a fading factor which increases flexibility and, crucially allows
the framework to detect consecutive drifts (the standard Page Hinkley Test can require a longer time to re-calibrate
after a change). The threshold for determining if a drift should be flagged is determined using an adaptive threshold
based on the Hoeffding bound. If a drift is detected, a warning is signalled to the human operator. Along with the fully
unsupervised method, a semi-supervised approach with Active Learning is outlined. Here, samples are selected based
on uncertainty minimisation and stored in a buffer to be annotated by a domain expert. Once annotated, the samples
are used to measure classifier accuracy. Active drift detection in an unlabelled stream appears to be an under-researched
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area and active detection with partially labelled streams appear far more common in the literature and are discussed in
the following section.

6.2.2 Active Approaches with Partially-Labelled Streams. Active Learning methods with an active change adaptation
mechanism are discussed first. Confidence Distribution Batch Detection (CDBC) [138] measures the difference between
the distribution of the classifier outputs in the most recent window and a reference window. If this difference exceeds a
predetermined threshold, then a change is triggered and all instances from this point on are collected into a training
window of size 𝑛. When these points are collected, labels are requested for the entire window and a new classifier is
trained. The authors use an SVM with a linear kernel. This approach was shown to be accurate and respond well to
change. However, the value of 𝑛 is important and in comparison with other AL approaches, it can require a relativity
large labelling budget, especially if the stream is volatile and a lot of change occurs. A decision tree was used as a
classifier in [99], where drift is detected if there is sufficient change in the summary statistics maintained at each node
in the tree. If change is suspected, 𝑛 random samples from the latest window are selected and the classifier is evaluated
on these 𝑛 labelled-samples. If the classifier’s performance is below a threshold \ , the classifier is discarded and a new
classifier is trained on the latest samples.

The Active Classifier [139] was proposed as a method to account for change in all areas of the feature space. In this
study, a generic framework for handling a stream (online and incrementally, with an active drift detector) is proposed
along with a number of different AL strategies to work within this framework. This method is similar to the approach
proposed in the (fully supervised) Adaptive Random Forest (ARF) [140]. ARF is online and uses an ensemble of Very
Fast Decision Trees [141]. The VFDT is a commonly used supervised classifier due to its ability to quickly process
large amounts of data [142–145]. The VFDT is an incremental algorithm that exploits the fact that, when creating
the tree structure, the optimal splitting value can be identified using only a small sub-sample of the data. This idea is
theoretically proven using the Hoeffding bound (VFDTs are often called ‘Hoeffding Trees’). An ensemble of these trees
is combined with a novel approach to drift detection. Any potential change is first signalled as a ‘warning’. During a
warning, a brand new ‘background’ tree is created and trained on all incoming instances, this background tree only
learns and does not affect the ensemble’s decision making. If the initial warning is confirmed to be actual change, then
the tree that signalled the warning is replaced by its respective background tree. The ARF’s active-learning counterpart,
the Active Classifier imposes a very tight constraint on the labelling budget: only a finite amount of labels are available
to use over the entire, potentially infinite stream.

In other window based approaches, each window has 𝑛 label requests. This is an interesting and practical constraint.
The authors proposed an ‘approximate spending estimate’ to keep track of how many labels have been requested
relative to the amount of stream that has been processed. Five AL strategies are proposed and each can be used in the
general framework: 1) Random, A label is requested with probability 𝑝 . 2) Fixed Uncertainty, this strategy is based
on the posterior probability estimates of the classifier 𝜙 . If the certainty is below a threshold \ , a label is requested.
3) Variable Uncertainty, the sample with the least certainty within a given time interval is selected. 4) Uncertainty
with Randomisation, request labels that are close to the decision boundary. 5) Split, a combination of the random
strategy with variable uncertainty. The Active Classifier obtains good results with a very small labelling budget. The
split strategy was shown to be the best AL approach because it effectively spread the labelling efforts across the entire
instance space. The superiority of this labelling strategy over the others is confirmed in [146]. Here, three AL strategies
are proposed: 1) random, probabilistically request a label with 𝑃 proportional to a given labelling budget 𝑏, 2) Variable
Uncertainty, request labels for instances in which the classifier is least certain about during a time window 𝑡 , and 3)
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Randomised Variable Uncertainty, this allows for the labelling some samples with high classifier certainty. This is
shown to give the best performance and is evaluated using a Bayesian classifier and a Hoeffding Tree classifier. Another
approach to dynamic label query strategy was proposed in [147]. This strategy calculates the smallest weight that
should be associated with each incoming instance. This weight determines how unsure a classifier is about its prediction.
If only a small weight is sufficient to change a classifiers prediction, then we can say the classifier is uncertain about its
prediction and a label may be requested. The weight which is deemed ‘small enough’ to change a prediction is adaptive
and calculated dynamically using a local search heuristic. An SVM is used as the underlying classifier and the approach
is shown to be favourable to the previously described uncertainty strategies.

Semi-Supervised Learning methods with an active approach to change are discussed. SAND [148] maintains
an ensemble of 𝑘-nearest neighbour classifiers based on clusters created with MCI-Kmeans. SAND also maintains a
dynamic window𝑊 which calculates classifier confidence estimates. Initially, training samples are used to create an
ensemble, incoming instances are first determined as outlier or not (outlier if point is outside the decision boundary of
the ensemble), if the point is not an outlier, majority voting is used by the ensemble to make a prediction. The confidence
of that prediction is also estimated. This confidence estimated is stored in window𝑊 and outliers are stored in a buffer.
A ‘Novel Class Detection’ mechanism based on the Silhouette Coefficient (a function of cohesion and separation of
points in the buffer) is used to determine if concept evolution has occurred. If so, a new classifier is trained on these
instances and added to the ensemble. In this way, concept evolution is captured. Concept drift is captured using a
Change Detection mechanism in𝑊 (the classifier confidence estimates). The change detection mechanism is based on
the cumulative sum of the distribution of𝑊 - if significant change in the confidence estimates is detected, change is
triggered and labels are requested for samples with low classifier confidence. A new classifier 𝜙𝑛𝑒𝑤 is trained on these
instances and 𝜙𝑛𝑒𝑤 is added to the existing ensemble. This is an interesting approach and mirrors a common supervised

approach to ensemble update. In the supervised setting, change can be detected if the accuracy of the classifier decreases
(evaluated with the labels). SAND replaces the ground truth with estimates of classifier confidence. The assumption is
that if change occurs, the ensemble will be less sure about its predictions.

Semi-Supervised Pool and Accuracy Based Stream Ensemble (SPASC) [149] keeps a fixed-size ensemble 𝐸. At each
new window, the best components of 𝐸 are selected to make predictions. The selection process for ‘best’ is based on a
weighting scheme whereby a classifier’s weight is determined by its prediction accuracy on previously seen labelled
data points. Unlabelled points do not affect the weights. Each model𝑀𝑖 ∈ 𝐸 consists of several micro-classifiers which
are discovered with 𝑘-means in windows as in SmScluster and ReaSC. However, SPASC introduces a novel approach
to training these classifiers. Summary statistics about each window are maintained so that each component of the
ensemble has an associated set of statistics about the window it was created with. If the statistics on the latest window
𝑤𝑐𝑢𝑟𝑟𝑒𝑛𝑡 are sufficiently similar to a previous window𝑤𝑠𝑖𝑚𝑖𝑙𝑎𝑟 , the classifier associated with𝑤𝑠𝑖𝑚𝑖𝑙𝑎𝑟 is updated with
the labelled data in𝑤𝑐𝑢𝑟𝑟𝑒𝑛𝑡 . If no previous windows were insufficiently similar to𝑤𝑐𝑢𝑟𝑟𝑒𝑛𝑡 , then a new classifier is
created and the weakest one is removed (with ‘weakest’ measured by prediction accuracy on labelled points).

REDELLA (Recurring Drifts and Limited Labelled Data) [150] creates an incremental decision tree and at each leaf
creates ‘concept’ clusters (these are very similar to micro-clusters) using 𝑘-means. A point is classified by the tree and
stored in the node which makes the predictions. When 𝑛 points are collected in a node, clustering is performed with
both labelled and unlabelled data. Unlabelled data is labelled with the majority class (of the labelled points) in the cluster.
Similar approaches were outlined in [151, 152]. A tree/cluster hybrid was proposed in Concurrent Semi-Supervised
Learning of Data Streams (CSL-Stream) [153]. This method differs from the previous approaches in that DBSCAN is
used as the clustering mechanism as opposed to 𝑘-means. Clusters are maintained in a dynamic tree structure and
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a time-dampened window is used to age data. Nodes in a tree are described by their ‘density’, the weight of all the
instances stored in the node. These nodes are updated only when the classifier is unstable, i.e., its accuracy on recent
labelled data falls below a threshold. If drift is actively detected in this way, the nodes in the tree are clustered using
DBSCAN to propagate labels of unlabelled data and update the tree.

Fully supervised Neural Network approaches with an active drift detection method have been proposed, for example,
an ensemble of feed-forward networks with an active drift detector [154]. Deep Evolving Denoising Autoencoder
(DEVDAN) [155] is a semi-supervised algorithm designed to cope with change and few labels. The algorithm consists
of a DAE trained with unlabelled samples and a discriminator trained with labelled samples. Hidden nodes in DAE are
automatically generated and pruned on demand. Initially, DAE begins with a single hidden node. A new node is added
if the current structure is underfitting the data (high reconstruction error and high bias); conversely a node is removed
if the model is overfitting data (high variance). These thresholds are determined using a novel ‘Network Significance’
score which estimates the statistical contribution of a hidden node based on the integral of the generalisation error.
DEVDAN uses a test-then-train model with a tumbling window, whereby a portion of the stream is used to test the
model, then subsequently train it. Unlabelled samples improve the DAE and when enough labelled samples are collected,
the discriminative model is updated, in this instance a softmax layer after the encoder. This approach can deal with
concept drift, but is not designed to cope with concept evolution as the softmax layer is fixed to 𝑘 output nodes.

An ensemble of DAEs with an active drift detector was examined in [156]. Here, an ensemble of DAEs, along with
a change point detector was used to discover concept evolution in a data stream. Once a significant change in the
distribution of the incoming points is detected, a change is triggered and a new DAE is trained on incoming data and it
replaces the oldest model in the ensemble. If a point is unrecognised by all models in the ensemble, it is passed to a
buffer. This buffer is periodically examined and if a group of samples display strong cohesion and a separation from
other points, then a new class is detected. With these points, a new DAE is trained and added to the ensemble. A similar
method was proposed in [157] for binary classification problems.

Along with Autoencoder variants, RBMs have been applied in the streaming context. RBMs were proposed as an
unsupervised drift detector [158]. An RBM is trained on an early portion of the stream and is used to determine if
later portions of the stream come from a different distribution. The reconstruction error is used to gauge this and the
method is shown to detect both sudden and gradual drift. An online RBM is outlined in O-RBM ( Online Restricted
Boltzmann Machine) [159]. After an initial training period, the model is presented with a newly arriving sample 𝑥𝑖 and
the reconstruction error 𝑥𝑖 is calculated. 𝑥𝑖 is compared with two pre-defined thresholds, namely, the novelty threshold
\𝑁 and the marginal representation threshold \𝑀 , where \𝑁 > \𝑀 . Based on these comparisons, one of three actions is
taken: 1) the reconstruction error is greater than the novelty threshold (𝑥𝑖 > \𝑁 ). The sample is deemed to be novel and
a new node is added to the hidden layer. The network weights of all nodes, including the newly added node, are then
updated. 2) The sample is not deemed novel but the reconstruction error is greater than the marginal representation
threshold (\𝑁 > 𝑥𝑖 > \𝑀 ). The new sample is used to update the existing weights of the network (but no new node
added). 3) The reconstruction error is sufficiently small (\𝑀 > 𝑥𝑖 ). No update happens and the sample is discarded.
This allows for fast processing in times of stability and reactive updates when drift occurs. When labels are available,
a discriminator is trained with the features learned from the RBM as input. O-RBM is shown to perform better than
comparative offline, batch learning methods and in some cases requires up to 70% fewer parameters.
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Table 2. Overview of Change-Adaptive Classification Methods

Algorithm (Year) Adaptation Labelling Method Clustering Ensemble Classification Change Captured

[85] APT (2011) Pu none none no nearest neighbour v, vr
[86] COMPOSE (2014) Pu none none no nearest neighbour v, vr
[92] AMANDA (2019) Pu none none no SGD, KNN, LP, Forest, Bayes v, vr
[95] MClassification (2015) Pu none none no Micro-classifier v, vr
[93] SCARGC (2015) Pu none 𝑘-means no Nearest Neighbour v, vr,
[96] Zhu et al. (2007) Pp AL( Min. Variance) none yes Bayes v, vr,
[97] Lindstrom et al. (2010) Pp AL (Uncertainty) none no SVM v, vr,
[101] ACL-Stream (2014) Pp AL ( Variance, uncertainty) 𝑘-means no Tree v, vr, r, ce
[102] BAL(2016) Pp AL (Density) GMM no Logistic Regression v, vr
[103] SAL(2018) Pp AL ( Variance) none no Bayes v, vr, ce
[104] SP-AL-C(2012) Pp AL (Conflict/Ignorance) none no Fuzzy Classifier v, vr, ce
[108] SSEA (2013) Pp SSL 𝑘-means yes Micro-classifier v, vr
[110] SmScluster (2008) Pp SSL 𝑘-means yes Micro-classifier v, vr
[111] ReaSC (2012) Pp SSL 𝑘-means yes Micro-classifier v, vr, ce
[122] Zhou et al. (2012) Pp SSL none no DAE + softmax layer v, vr,
[123] ISLSD (2019) Pp SSL none yes DAE + SS hashing v, vr, ce
[128] SA (2018) Pp SSL none yes AE as OCC v, vr, r, ce
[130] Read et al. (2015) Pp SSL none no DBN + softmax layer/ K-nn v, vr
[131] ADBN (2012) Pp SSL none no DBN + softmax layer v, vr, ce
[137] Lughofer et al.(2016) Au none none no fuzzy classifier v, vr, ce
[99] Fan et al. (2004) Ap AL (Error Minimisation) none no Tree v, vr, r, ce
[139] Active Classifier (2014) Ap AL ( Random with Uncertainty) none no Tree v, vr, r, ce
[146] Krawczyk et al. (2018) Ap AL (Random with Uncertainty) none no Tree v, vr, r, ce
[147] Bouguelia et al. (2016) Ap AL (Confidence) none no SVM v, vr
[148] SAND (2016) Ap SSL 𝑘-means yes Micro-classifier v, vr, ce
[149] SPASC (2015) Ap SSL 𝑘-means yes Micro-classifier v, vr
[150] Redella (2010) Ap SSL 𝑘-means no Tree v, vr
[152] CCEM-PL (2014) Ap SSL 𝑘-means yes Tree v, vr
[153] CSL-Stream (2011) Ap SSL DBSCAN no Tree v, vr, ce
[155] DEVDAN (2020) Ap SSL none no DAE + softmax layer v, vr
[156] Mustafa et al. (2017) Ap SSL none yes DAE as OCC v, vr, ce
[157] Szadkowski et al. (2019) Ap SSL none yes AE as OCC v, vr, ce
[159] O-RBM (2020) Ap SSL none no RBM + MLP v, vr, r, ce
Note: Pu = Passive adaptation in an unlabelled stream, Pp = Passive adaptation in a partially labelled stream, Au = Active adaptation in an unlabelled stream, Ap = Active
adaptation in a partially labelled stream. Labelling method : SSL = semi-supervised learning, AL() = Active Learning(labelling strategy), Change Captured: v = virtual drift,
vr = virtual leading to real drift, r = sudden real drift, ce = concept evolution.

6.3 Summary of Classification Methods

The main methods described in this section are summarised in Table 2. The methods are categorised into two approaches:
passive adaptation and active adaptation. Passive adaptation methods seem to be more popular and in both approaches
methods which operate in partially labelled streams are a lot more common than those which operate in an unlabelled
stream. In unlabelled streams, typically the Initially Labelled Non-stationary Setting is assumed (whereby initial labelled
samples are provided for training but no more labelled samples thereafter). The challenge is to propagate this information
forward in time, using it to classify unseen points in a dynamic stream. This is a challenging domain. Typically, gradual
drift is assumed and core support extraction is a popular approach. In partially labelled streams, two broad approaches
are taken: Active Learning (AL) and Semi-Supervised learning (SSL).

AL in a data stream is typically performed within a windowing model and label budget is assumed per window. We
could imagine a model having access to 𝑛 labels per day, for example. The task, as in static AL, is to select the most
useful 𝑛 samples for labelling. This task is more difficult in situations where change is expected. Areas of the feature
space where the classifier might be confident are liable to change and it is not enough to simply request labels for areas
in which the classifier is unsure or areas close to a decision boundary. This approach, or sampling bias, is likely to miss
concept evolution in unexplored areas of the feature space and would be unable to identify drift in well explored areas.
A strategy which spreads the labelling cost over the entire feature space is shown to be the best approach to handling
change in a stream. The requested labelled points are then used to incrementally train a classifier.
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SSL approaches appear more common than AL approaches. Again, SSL approaches work within a windowing model
and it is assumed that with each window 𝑛 labelled samples arrive along with 𝑢 unlabelled samples. The task is to use
both sets of data to maintain an up-to-date classifier. A popular approach is to use a combination of a clustering model
and a classification model. A typical outline of this method would be to read and then cluster a window (containing
both labelled and unlabelled points). Based on these clusters, some form of label propagation method is used to label
the unlabelled points. This yields a fully labelled window which is then used to train/update a classifier. This allows the
classifier to react to drift in the steam and can be used to discover concept evolution. This approach does run the risk
of mislabelling points or ‘poisoning the well’, though, despite this, promising results are obtained, particularly when
concept evolution is present.

More recently, neural network (NN) and Deep Neural Networks (DNN) approaches have been proposed. These
are typically single model (not composed of clustering and classifier) and, to the best of our knowledge, have only
been applied into SSL and not AL (in the context of non-stationary streams). These approaches are typically based on
unsupervised NNs like Autoencoders/ Denoising Autoencoders or Restrcited Boltzman Machines/ Deep Belief Networks.
These approaches extend the common two phase approach to training DNNs whereby the network is first ‘pre-trained’
without supervision and then fine-tuned with supervision. A typical streaming approach is to use unlabelled data to
incrementally train a dynamic generative model and to use the labelled data to train a dynamic discriminative model.
The generative model captures drift and its output is used as input to the discriminator. This de-coupling of the roles
for unlabelled and labelled samples is obviously very applicable for semi-supervised learning and differs from other SSL
approaches where unlabelled samples are typically viewed as ‘incomplete’ and the ‘missing’ label is either requested
(as in AL) or inferred with some label-propagation technique. This approach is arguably a more promising direction,
especially in cases of extreme verification latency, as unlabelled samples are still useful for updating the model. The
challenge of adapting to change with limited access to labels has not yet received a lot of interest from the neural
network and deep learning community and we expect to see an increase in this in the future.

An overview of stream-classification applications is provided in the online supplementary material

7 RESEARCH GAPS AND FUTURE DIRECTIONS

7.1 Clustering and Classification Cooperative Strategies

Clustering is commonly used alongside classification models in the semi-supervised learning framework. This approach
has two advantages: 1) as a label propagation method and 2) as a method to discover concept evolution. Of all the
methods which adopt this framework, none use specialised stream-clustering algorithms and 𝑘-means is by far the most
popular approach [93, 108, 110, 111, 148, 150–152]. There is a disparity here as none of the recent stream clustering
approaches uses 𝑘-means. This is because the discovered clusters can only be hyper-spherical which is less robust to
noise and outlier and crucially, 𝑘 (the number of clusters) must be specified a priori. This is problematic when evolution
is expected. There is potential to improve SSL performance by using an accompanying specialised stream-clustering
algorithm instead of traditional, static algorithms. This is especially true in algorithms which use micro-classifiers as
the classification model. Micro-classifiers are essentially micro-clusters with an associated label and there are many
stream algorithms which use micro-clusters as the clustering mechanism [54, 108, 110, 111, 148, 149]. There has been
little research on developing cooperative strategies between stream classification and clustering methods, which is an
interesting area for exploration.
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7.2 Deep Learning

Only relatively recently have neural networks (shallow and deep) been applied to non-stationary environments with a
scarcity of labels. These approaches all incorporate unsupervised networks: autoencoders (and variants), Restricted
Boltzmann Machines, and Deep Belief Networks. There is much room for further research with these models especially
with respect to concept evolution where no methods have yet been proposed. There is a gap in the literature for adapting
existing supervised networks for a dynamic, limited label environment. For example, Ladder Networks can use both
labelled and unlabelled data for learning. Long Short Term Memory (LSTM) networks can process sequences of data and
‘memory’, along with a ‘forgetting’ mechanism, is incorporated into the model making it useful in temporal, dynamic
data streams. They have been applied in a supervised context for dealing with drift [118].

7.3 N-Shot Learning

N-Shot learning is an umbrella term for learning with a few labelled examples (few-shot learning), one labelled example
(one-shot learning), or no labelled examples (zero-shot learning), and is mostly applied in the computer vision domain.
Few-shot learning approaches require only a few supervised examples to learn a concept by incorporating prior
knowledge (for example, hand-crafted rules or data-augmentation techniques). A recent survey on Few-shot Learning
is given in [186]. One-shot Learning [187] emphasises knowledge transfer from previously learned classes to a single
supervised example. Zero-shot learning (ZSL) [188] is a particularly relevant direction. ZSL is learning to recognise
new concepts by just having a description of them. This description could be a numeric vector or a set of linguistic tags.
This would be very applicable in streams which contain concept evolution or in streams with substantial concept drift.

7.4 Concept Drift

Virtual concept drift (a change in P(x) but no resultant change in P(y|x)) is less of a challenge than real concept drift.
Virtual drift can be viewed as a continuous learning problem which tracks and adapts to the distribution of P(x) in
a feature space where decision boundaries do not change. Real drift occurs if these decision boundaries change. If
real drift begins as virtual drift, i.e., if the drift is gradual and not sudden, then the problem is not as great. However,
detecting sudden real drift (a change in P(y|x) with no change in P(x)) without access to labels is a difficult open problem.

7.5 Concept Evolution

Recognising and adapting to concept evolution is one of the most challenging aspects of dynamic data streams. If we
are given labelled samples of a new class, the challenge is lessened considerably and the task becomes updating the
classifier to recognise this new class. However, recognising that a new class has emerged without access to the label is a
considerable challenge and an open problem. The most widely adopted approach is to assume that samples which are
close in the feature space (or a lower dimensional latent space) are generated by the same concept. Typically, these
samples are discovered with clustering (or related concepts like cohesion and separability) and if a new grouping is
discovered, then concept evolution is flagged. Though, with this approach we can not be certain that a new concept
has actually emerged, this change could be real-drift or could represent part of a drifting multi-modal distribution.
Verifying this is an open problem, as is labelling the newly discovered class. A simple way would be to simply request
the label with a representative sample, though more sophisticated approaches, for example, zero-shot learning, could be
investigated.
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7.6 Metrics for Measuring Change

Describing change in a stream is easier than formally defining and measuring it. Along with describing change, it
should be possible to measure the severity of it. For concept evolution, it is perhaps safe to define it as an increase in
the number of classes to which the classifier has been exposed to (for the set of classes 𝑌 at time 𝑡 , |𝑌 |𝑡 < |𝑌 |𝑡+𝛿 ), but
it is more difficult to measure concept drift, both real and virtual. In real concept drift it might be safe to say that if
the decision boundary 𝑓 of the classifier has changed, then real drift has occurred (𝑓 𝑡 ≠ 𝑓 𝑡+𝛿 ), though in practice this
is not a reasonable (sometimes impossible) thing to measure (consider the decision boundary of a micro-cluster vs a
DNN). With virtual drift, we might face the problem that, instances in the training data were only drawn from part of
the underlying distribution. As the classifier is exposed to more instances drawn from the entire distribution, it might
appear as if virtual drift is occurring when it is not. There is a need for the community to develop and adopt a change
metric. Potential approaches might be based on differences in class distributions, for example, with the Kullback–Leibler
divergence or 𝑓 -divergence between distributions at different time steps.

7.7 Generative Models as Summarisation

An active approach to change detection typically consists of a mechanism, separate from the classifier, which is used to
monitor for change. Once change is detected, the classifier is modified to capture the change. This update could take
the form of some additional training (with incremental learning) or could result in a brand new model trained from
scratch. This might happen because the underlying model cannot be incrementally trained, or if concept evolution is
discovered. Some classifiers can be quite easily updated to accommodate a new additional class (e.g., nearest neighbour,
or one-class classifier ensembles). But, it is difficult for other models (e.g., decision trees and multi-layer perceptrons),
and if a model is to be retrained, training samples are required. Typical approaches are to use the next 𝑛 samples in
the stream. However, these samples will not all be labelled and this also risks losing previous knowledge. In [131], a
generative model (a Deep Belief Network) was used to artificially generate a training set based on the concepts it has
previously learned in a process named belief regeneration. This data-set is merged with more recent data and is used to
train a new classifier. This is an interesting approach and requires more investigation. As well as generating training
data, there is potential in using generative models as a change detection method, or as a summarisation method for data
streams (typical approaches use micro-clusters, or graph based methods). These summaries could provide snap-shots of
the stream which would be useful from a data-mining perspective.

7.8 Fairness and Bias in Change-adaptive Models

We have provided an overview of methods for ensuring fairness in model creation when there is a scarcity of labels
(this can be found in the online supplementary materials). It would be interesting to evaluate if these methods can
be directly applied to or combined with data stream approaches (e.g., combining a fair autoencoder described in
[172] with streaming autoencoder approaches described in, for example, [128]). This could also be examined with SSL
and clustering approaches: for example, the notion of ‘fairlets’ for fair clustering described in [185] suggests to first
decompose the data into fairlets (minimal sets which satisfy fair representation in clusters while satisfying the main
clustering objective) and then to cluster the fairlets. Could this be applied to a streaming context? And, if not, what are
the reasons? Similarly, some approaches [191] outline approaches for evaluating transparency of a black box model
with just a few labelled samples. In a streaming context, it would be important to know how effective this is and to
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provide guidelines for how often this check should happen and steps to take if we discover that our once-transparent
model is no longer transparent.

7.9 SSL Strategies for Non-stationary Streams

Most of the semi-supervised methods discussed have been based on generative approaches (for example, unlabelled
samples update a generative model and labelled samples update the discriminator) or density approaches (propagating
the label from a labelled sample to unlabelled points close in the feature (or latent) space). Other SSL approaches
popular in the static, offline setting have not been researched in the streaming setting, for example, self-training (or
self-labelling). In this setting, assuming a set of labelled points 𝑋𝑙 along with a set of unlabelled points 𝑋𝑢 , the idea is
to train a classifier 𝜙 with 𝑋𝑙 and use 𝜙 to predict the labels of points in 𝑋𝑢 . The most confident samples (classifier
confidence above some threshold) are assumed to be true and added to 𝑋𝑙 . The process repeats until convergence.

Although not explicitly referred to as “self-labelling” by the authors, a form of this was used in some studies (for
example, with micro-classifiers in [95] and [93]). However, some challenges need to be addressed before these methods
could be widely used in the streaming setting. For example, the iterative training process might require too much
time to be practical in a data stream and, more challenging, in times of change (especially with real drift or concept
evolution), a classifier’s high confidence might not be justified. Some research on how these issues might be mitigated
would be a useful addition to the literature. The same is true for other SSL approaches, such as co-training [189] and
multi-view training [190]. Specifically, how can we ensure that the data each classifier is trained on remains appropriate
in a stream where some form of change is expected.

7.10 Heterogeneous Classifier Ensembles

In the literature, all ensemble approaches use a homogeneous ensemble whereby, each base learner is the same type of
classifier. For example, an ensemble of micro-classifiers [93], and autoencoders [156]. An interesting avenue would be
to experiment with a heterogeneous ensemble of classifiers to exploit the individual strengths of each. For example,
micro-classifiers require very few training samples and could be created and deployed as soon as change is detected
while more complex classifiers (auto-encoders, support vector machines, etc.) could be created when sufficient training
samples have been collected. This could allow for stable concepts to be modelled effectively (with a large number of
training samples) with smaller, more lightweight models reacting quickly to change.

8 CONCLUSION

Analysing unbounded, potentially high velocity data streams is becoming an increasingly relevant research area.
Solutions to these problems must work within tight time and memory constraints. In dynamic data streams, there is
an assumption that concepts within the stream are prone to change. Statistical properties of target concepts can drift,
decision boundaries can shift, and entirely new concepts can emerge. Analysis methods and classification models must
be able to recognise and adapt to this change. However, in most practical applications, they must do this with limited
access to the ground truth labels. In this paper, we formally described the types of change that can occur in a data
stream and discussed weakly-supervised change-adaptive approaches which are not reliant on a fully labelled dataset.
We discussed these approaches from the perspective of unsupervised learning, semi-supervised learning, and active
learning. Influential ideas in these fields along with recent advancements were systematically discussed and possible
future research directions, along with open problems were highlighted.
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