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Abstract. This paper presents the concept of Ratio Unpooling as a
means of improving the performance of an Encoder-Decoder Convolu-
tional Neural Network (CNN) when applied to Semantic Segmentation.
Ratio Unpooling allows for 4 times the amount of positional information
to be carried through the network resulting in more precise border def-
inition and more resilient handling of unusual conditions such as heavy
shadows when compared to Switch Unpooling. Applied here as a proof-of-
concept to a simple implementation of SegNet which has been retrained
on a cropped and resized version of the CityScapes Dataset, Ratio Un-
pooling increases the Mean Intersection over Union (IoU) performance
by around 5-6% on both the KITTI and modified Cityscapes datasets, a
greater gain than by applying Monte Carlo Dropout at a fraction of the
cost.
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1 Introduction

Semantic Segmentation is the attempt to understand the contents of an image
at the pixel-level by labelling each pixel in an image according to the class which
that pixel represents. This typically takes the form of an image mask of the same
dimensions as the original image. Semantic Segmentation is used in a number of
applications [14, 2, 1, 16, 26, 29, 21] including in the field of Autonomous Vision,
in which sections of street-level images are labelled to aid in the understanding
of the scene and allow for more effective and safer navigation of an autonomous
vehicle.

Deep learning has proved successful in a number of applications and the
majority of these projects are deep convolutional neural networks (CNNs), which
use convolution kernels as feature maps. These types of networks have seen
great success in image classification tasks and a number of variants have been
developed such as AlexNet [18], VGG16 [27] and GoogLeNet [28]. Building on
these successes, CNNs have been applied to the field of semantic segmentation
and successive projects have evolved the architecture of these networks, resulting
in enhanced performance.
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Inspired by these successes, the authors of [19] applied these CNNs to the field
of semantic segmentation, removing the final fully-connected classifier layer and
replacing it with an upscaling function to create Fully Convolutional Networks
(FCN). Similar approaches were taken in [13, 10]. While very successful in fields
considering the image as a whole, the feature maps learned by these systems
are, by nature of their use of downsampling layers, only a fraction of the size
of the input images. As a result, these initial attempts produced coarse, blocky
masks. Despite this, the networks produced encouraging results, and FCNs form
the basis of most subsequent Semantic Segmentation projects.

U-Net [24] applies a symmetrical encoder-decoder architecture in which the
FCN style architecture of convolutional layers followed by pooling layers is paired
with a mirror image of upscaling deconvolutional layers followed by convolutional
layers. This architecture produced masks with finer borders, achieving impres-
sive performance in the 2015 ISBI Cell Tracking challenge; a segmentation task
performed over microscopic images. U-net recorded a mean Intersection over
Union (IOU) of 92%, which is a huge improvement over the second-place entry’s
46%.

Deconvolutional layers, also known as Transposed Convolutional Layers, per-
form both a set of convolutions and the upscaling process and were introduced
in Deconvnet [30] as an alternative to traditional upscaling methods such as
bilinear interpolation or nearest-neighbour. The learnable parameters of the de-
convolutional filters allow for better performance than these standard upscaling
functions, however, the resulting input can suffer from checkerboard artefacting

[22]. A common alternative method replaces the single deconvolutional layer
with a dedicated upscaling layer followed by a standard convolutional layer,
which reduces the checkerboarding effect.

Fig. 1. Progression of Network Architectures from a single upscale layer to symmetrical
Encoder-Decoder to Encoder-Decoder with Max Pooling Switch connections, adapted
from figures used in the SegNet and Bayesian SegNet papers [4, 15]
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A similar encoder-decode architecture is used in an image classifier network
in [23] which adds a connection between the Max Pooling layers in the encoder
and the equivalent upscaling layers in the decoder. This process records the
position of the pixel within the 2x2 pool which contained the maximum value
that is passed to the next layer of the encoder. This positional data, referred to
as the Max Pooling Switches, is used by the corresponding upscaling layer to
return the updated single value to the original source position of the maximum
value within the pool in a process referred to as Switch Unpooling. A summary
of this progression is shown in Fig. 1. This technique was adopted into a U-
net style symmetrical FCN for segmentation in SegNet [3, 4], and later Baysian
SegNet [15], an architecturally identical variation of SegNet which uses Monte
Carlo Dropout [11] to improve the performance of the network by around 2-3
percentage points.

The rest of this paper is organised as follows. Section 2 presents a brief back-
ground on Ratio Unpooling. The experiments on two popular datasets with the
idea of Ratio Unpooling are covered in Section 3 whereas Section 4 is dedicated
to results and discussion of our experiments. Finally, Section 5 concludes this
paper.

2 Background

As described above, the use of Max Pooling Switches improves the upscaling
process by allowing relevant spatial and positional information to be carried
forward into deeper layers of the network. The authors of [25] demonstrate this
by creating an encoder of only pooling layers and a decoder of only unpooling
layers using the Max Pooling Switches. The decoder successfully recreates a
close approximation of the original image using the pooled values and their
positions. This therefore aids the semantic segmentation process by allowing the
Max Pooling layers to negate any variance in position or rotation thus allowing
the convolutional layers to identify objects within the image, as is the case in
image classification networks. The positional information retained in the switches
then allows these identified objects to be returned to an approximation of their
original locations within the label mask which in turn allows for more accurate
boundaries in the output.

A variation of Switch Unpooling is used in [17], which applies the Max Pooling
Switches during unpooling while also concatenating nearest neighbour upscaled
values from earlier levels onto the output. This populates the remaining 3 values
in each unpooled area and helps to mitigate the “bed-of-nails” style appearance
of the upscaled layer and allows more high-level information to be carried forward
through the network. Similarly DeepLabv3+ [8] adds a simple decoder on to the
successful series of DeepLab networks which concatenates the result of a simple
bilinear interpolation upscaling with the values of the equivalent resolution layer
in the decoder. The effect of adding this step and allowing more values to be
carried through the network improved the IoU performance from the 81.3% of
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DeepLabv3 [7] to 82.1% on the CityScapes [9] dataset, a new state of the art at
the time.

It seems logical then that there is scope for further improving the results
if more of the positional information from the earlier layers could be carried
forward. The authors of [20] highlight the “bed-of-nails” effect that occurs when
unpooling an image using Max Pooling Switches. Since, in a 2x2 pool, the input
is a single-pixel value which is then positioned in 1 corner of a 2x2 pixel square,
the remaining 3 values in each unpooled area are left as 0, resulting in each
unpooled pixel being isolated in the output image, which appears more dilated
than upscaled. In this paper, we propose applying the ratios of the relative values
of the original pre-pooled layer, rather than the position of only the maximum
value, to fill in the remaining pixel values. This should allow for more detailed
positional information to be carried forward and subsequently more accurate
output.

Fig. 2. Comparison of Switch Unpooling (top) and Ratio Unpooling

3 Experiments

3.1 Baseline Network

By taking the ratio of each pixel value in the pool compared to the maximum
value a set of 4 ratios can be calculated quite easily by division. These ratios
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can then be applied to the equivalent pixels in the layer to be unpooled, giving
a value for each of the 4 output pixels and retaining the relevant levels of in-
tensity. This also removes the need to calculate and retain the positional switch
values entirely, which reduces the memory overhead for the process since the
only values being used in the calculation are the original input and output of
the Max Pooling layer and the input into the unpooling layer, all of which are
held in memory already. Since the calculation of the Max Pooling Switches is
a known performance bottleneck, also identified in [20], a sufficiently efficient
implementation of this Ratio Unpooling process could also allow for a reduction
in the inference time of the network. Fig. 2 shows a comparison between Switch
Unpooling and Ratio Unpooling.

A pre-existing implementation of a fully convolutional semantic segmentation
network, which utilises the Max Pooling Switches process, has been selected to
provide a baseline level of performance. The model was then modified to use the
new Ratio Unpooling method to allow for a comparison of performance.

The chosen baseline model is SegNet-Tensorflow [5] an implementation of
Bayesian SegNeg in TensorFlow created by  Lukasz Bienias. This implementation
uses the VGG network weights as the encoder and was originally trained using
a subset of the Cambridge-Driving Labelled Video Database (CamVid) [6].

Although now outperformed by several newer designs, the SegNet architec-
ture was chosen due to its relative simplicity when compared to later enhance-
ments. As many of these employ a similar encoder-decoder structure, any im-
provements found by applying Ratio Unpooling to SegNet could potentially be
replicated in the more complex architectures of the later models such as [17] or
[8].

3.2 Dataset

The baseline network has been retrained on a modified version of the CityScapes
Dataset that has been resized and cropped to match the dimensions of the KITTI
Dataset [12] with which it shared labelling conventions. To simplify the training
and testing process, the experiments use only the 19 evaluation categories rather
than the full 34.

3.3 Ratio Implementation

Having developed a test-bed network and established a baseline level of per-
formance, the proposed Ratio Unpooling method has been added to allow a
comparison. The Ratio Unpooling concept as described above applies the ratio
of each of the 4 values in the original pool against the maximum value in that
pool to the value being upsampled in the current layer. The ratios can be cal-
culated by dividing each of the input values of the original pooling layer by the
output values of their pool. However, in order to perform this elementwise divi-
sion, the original output would have to be first upscaled using no interpolations,
simply repeating the value along both axes. These calculated ratios can then be



6 Author Placeholder

applied to the new input layer using elementwise multiplication; however, this
too would have to be upscaled in the same way.

A more efficient method for achieving the same result would be to divide the
single value of the new input layer by the single value original output before
upscaling, which involves multiplying 75% fewer elements. The result can then
be upscaled to match the dimensions of original input in a single step for the
elementwise multiplication with the input values of the original pooling layer.

Since the new layer no longer utilises the Max Pool Switches, the Max Pooling
layer definition can now also be changed to avoid calculating these values. This
reduces the overhead and allows for more efficient network performance.

4 Results & Discussion

Table 1. Per Class Mean IoU results for Baseline and Ratio Unpooling networks

CityScapes KITTI
Bayesian

Ratio Ratio Ratio
Baseline Unpooling Baseline Unpooling Baseline Unpooling

Road 82.13 86.39 83.94 86.79 76.75 79.24
Sidewalk 42.93 52.50 47.00 53.56 21.64 24.86
Building 67.71 72.55 70.96 73.89 35.03 38.19
Wall 10.77 15.31 13.14 16.34 4.65 8.83
Fence 11.55 17.79 11.73 18.58 11.21 12.70
Pole 27.69 35.36 32.07 37.38 27.58 33.87
Traffic Light 20.77 32.63 23.49 36.92 24.80 39.44
Traffic Sign 30.41 39.37 33.34 41.78 24.95 29.59
Vegetation 74.83 80.97 77.25 81.78 73.89 77.60
Terrain 29.15 37.92 33.71 39.54 30.66 42.84
Sky 67.04 75.68 71.35 76.78 43.50 38.08
Person 40.33 52.78 45.72 54.32 6.89 12.84
Rider 12.72 27.16 11.79 27.12 2.95 11.17
Car 72.54 82.00 75.65 82.45 65.16 71.56
Truck 4.33 11.42 4.97 11.73 5.17 6.40
Bus 13.64 21.86 15.92 22.18 2.81 7.69
Train 1.89 5.20 1.71 5.09 1.61 2.35
Motorcycle 6.02 13.45 7.64 14.66 2.56 5.04
Bicycle 40.54 51.14 45.52 53.07 5.17 11.61
Void 14.31 18.97 15.56 19.70 7.75 11.01

Average 33.57 41.52 36.12 42.68 23.74 28.25

After a similar number of iterations, the Ratio Unpooling network produces
an increase in overall IoU of just under 8 percentage points when compared to
the original Max Pooling Switches method. As shown in Table 1, improvement
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is seen across all 20 classes, with some seeing an increase of over 10 or even 15
percentage points.

Fig. 3. CityScapes Validation Set Accuracy (mean IoU) During Training Process

In addition, the new network converges in fewer iterations and, as shown
in Fig. 3, the performance gains are much smoother. Bayesian inference, simu-
lated through Monte Carlo Dropout, improves the performance of both networks
slightly. The performance gain offered by the change in the pooling method is
reduced slightly when applied to the Bayesian network to 6 percentage points.

Applying the same network to the KITTI dataset gives similar results, with
the key difference being the Sky class losing performance, the only instance of
performance loss observed across the experiment.

When comparing the outputs of the base and Ratio Unpooling networks the
improvements are visually noticeable, with classes occupying large regions such
as road, building and sky all featuring fewer splotches of incorrect classifications
within the regions.

Fig. 4. Improved Car Definition. Image taken from CityScapes [9]
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The use of Ratio Unpooling improves the accuracy of object borders, partic-
ularly among the car class. Fig. 4 shows the performance on the same image by
both networks, along with the original image.

This result is also visible in Fig. 5, which also shows a reduction in the number
of falsely identified pole sections in the Ratio Unpooling network, where the
baseline model has mistakenly interpreted the striping pattern on the building.

Fig. 5. Improved Car and Pole Definition. Image taken from CityScapes [9]

The large gain in bike and rider IoU is demonstrated in Fig. 6, which shows
a significant improvement in definition and border clarity. It also further demon-
strates an improvement in road sign definition. The Ratio Unpooling network

Fig. 6. Improved Rider and Bike Definition. Image taken from CityScapes [9]

also copes better with environmental variations, such as heavy shadowing, as
shown in Fig. 7. as well as unusual road elements, such as a tramline, which the
baseline network confused for a pole (Fig. 8), or a patch of leaves (Fig. 9).

These performance gains can likely be attributed to the increase in the volume
of data being passed forward to the decoder network. With a pool size of 2x2,
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Fig. 7. Improved Ability to Cope with Shadow. Image taken from CityScapes [9]

Fig. 8. Improved Handling of Tramline. Image taken from CityScapes [9]

the Ratio Unpooling allows for 4 times the amount of data to pass through
from the encoder to the decoder. In particular it is spatial data, which Max
Pooling traditionally removes from the data to aid in classification, that the
Ratio Unpooling layer is able to recover. The results show that this does, as
anticipated, improve the class edge definitions.

In addition, the Ratio Unpooling seems to deal with instances of small un-
classified objects, such as the leaves in Fig. 9, much more effectively. This can
likely be attributed to the additional information about the surrounding region
being carried forward, which seems to reduce the uncertainty of the classification.
A similar result is seen in the more accurate classification of reflective surfaces.
This also offers an explanation for the less erratic trend of the IoU during train-
ing, as the network appears less likely to suddenly overfit to a single training
image as a result of these improved capabilities.

Examining the output of the Bayesian versions of the two networks gives
extremely similar results. Ratio Unpooling improves accuracy across all classes,
and the label images are much clearer and cleaner, as in the standard networks.
Fig. 10 shows a similar level of improvement in the definition of cars against
the road as seen in the non-Bayesian networks. Interestingly, the improvement
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Fig. 9. Improved Handling of Leaves. Image taken from CityScapes [9]

Fig. 10. Improvements to Car Definition in Bayesian Network. Image taken from
CityScapes [9]

gained by changing to Ratio Unpooling from the base network is much greater
than those given by employing Bayesian inference. It also comes at a greatly
reduced cost, since the image is still only processed once rather than 25 times.

It is likely that gains would be produced in a similar manner when Ratio
Unpooling is applied to a more advanced baseline network, albeit possibly not
as significant in size. Evidence of this can be seen in the comparative performance
of the standard and Bayesian versions of the network and that of the standard
network on CityScapes and KITTI. In both comparisons the gains are, for the
most part, consistent between the Switch and Ratio Unpooling techniques.

It seems reasonable then to suggest that similar gains could be expected
when substituting the Ratio Unpooling function into other networks using Switch
Unpooling. At worst there is little suggestion that the performance is degraded
and removal of the need to retain the pool switch values during inference would
reduce the memory required in addition to improving the training time.

There is likely scope to further improve the implementation of Ratio Unpool-
ing, possibly by taking advantages of developments in the Tensorflow library that
have been released near the end of the project. Using the Ratio Unpooling tech-
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nique to enhance newer, more complex encoder-decoder networks is an obvious
next step.

5 Conclusion

This paper shows that the proposed Ratio Unpooling technique improves accu-
racy, as measured by mean IoU, over the use of Max Pooling Switches by around
5-6 percentage points. This overall performance gain can be seen across both the
CityScapes and KITTI datasets, and in both a standard inference model and
a Bayesian inference model, simulated through Monte Carlo Dropout. These
performance gains are attributed to the increased quantity of spatial and posi-
tional data that is passed from the encoder half of the network to the decoder.
Ratio Unpooling intuitively reduces the memory requirement of the network
by eliminating all Max Pooling Switch parameters and requiring no additional
parameters or variables, although the overall inference time was found to have
increased slightly. An additional unanticipated benefit of smoother and faster
convergence during training has also been observed. Opportunities for future
work include refining the implementation to reduce inference time and integrat-
ing Ratio Unpooling into other networks as an alternative to Switch Unpooling,
across any number of domains and applications.
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17. Krešo, I., Čaušević, D., Krapac, J., Šegvić, S.: Convolutional scale invariance for
semantic segmentation. In: German Conference on Pattern Recognition, pp. 64–75.
Springer (2016)

18. Krizhevsky, A., Sutskever, I., Hinton, G.E.: Imagenet classification with deep con-
volutional neural networks. In: Advances in neural information processing systems,
pp. 1097–1105 (2012)

19. Long, J., Shelhamer, E., Darrell, T.: Fully convolutional networks for semantic
segmentation. In: Proceedings of the IEEE conference on computer vision and
pattern recognition, pp. 3431–3440 (2015)

20. Mahendran, A., Vedaldi, A.: Salient deconvolutional networks. In: European Con-
ference on Computer Vision, pp. 120–135. Springer (2016)

21. Moon, N., Bullitt, E., Van Leemput, K., Gerig, G.: Automatic brain and tumor
segmentation. In: International Conference on Medical Image Computing and
Computer-Assisted Intervention, pp. 372–379. Springer (2002)

22. Odena, A., Dumoulin, V., Olah, C.: Deconvolution and checkerboard artifacts.
Distill 1(10), e3 (2016)

23. Ranzato, M., Huang, F.J., Boureau, Y.L., LeCun, Y.: Unsupervised learning of
invariant feature hierarchies with applications to object recognition. In: 2007 IEEE
conference on computer vision and pattern recognition, pp. 1–8. IEEE (2007)

24. Ronneberger, O., Fischer, P., Brox, T.: U-net: Convolutional networks for biomedi-
cal image segmentation. In: International Conference on Medical image computing
and computer-assisted intervention, pp. 234–241. Springer (2015)

25. Saint Andre, M.d.L.R., Rieger, L., Hannemose, M., Kim, J.: Tunnel effect in cnns:
image reconstruction from max switch locations. IEEE Signal Processing Letters
24(3), 254–258 (2016)



Ratio Unpooling 13

26. Saito, S., Li, T., Li, H.: Real-time facial segmentation and performance capture
from rgb input. In: European Conference on Computer Vision, pp. 244–261.
Springer (2016)

27. Simonyan, K., Vedaldi, A., Zisserman, A.: Deep inside convolutional networks:
Visualising image classification models and saliency maps. arXiv preprint
arXiv:1312.6034 (2013)

28. Szegedy, C., Liu, W., Jia, Y., Sermanet, P., Reed, S., Anguelov, D., Erhan, D.,
Vanhoucke, V., Rabinovich, A.: Going deeper with convolutions. In: Proceedings
of the IEEE conference on computer vision and pattern recognition, pp. 1–9 (2015)

29. Wei, G.Q., Arbter, K., Hirzinger, G.: Automatic tracking of laparoscopic instru-
ments by color coding. In: CVRMed-MRCAS’97, pp. 357–366. Springer (1997)

30. Zeiler, M.D., Taylor, G.W., Fergus, R., et al.: Adaptive deconvolutional networks
for mid and high level feature learning. In: ICCV, vol. 1, p. 6 (2011)


